

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	Acton 0.3.3 documentation »
 
      

    


    
      
          
            
  
Welcome to Acton’s documentation!

Contents:



	acton
	acton package





	Developer Documentation
	Contributing

	Adding a New Predictor

	Adding a New Recommender












Indices and tables


	Index

	Module Index

	Search Page







          

      

      

    


    
        © Copyright 2017, Matthew Alger & Cheng Soon Ong.
      Created using Sphinx 1.4.8.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	Acton 0.3.3 documentation »
 
      

    


    
      
          
            
  
acton



	acton package
	Subpackages
	acton.proto package
	Submodules

	acton.proto.acton_pb2 module

	acton.proto.io module

	acton.proto.wrappers module

	Module contents









	Submodules

	acton.acton module

	acton.cli module

	acton.database module

	acton.kde_predictor module

	acton.labellers module

	acton.plot module

	acton.predictors module

	acton.recommenders module

	Module contents













          

      

      

    


    
        © Copyright 2017, Matthew Alger & Cheng Soon Ong.
      Created using Sphinx 1.4.8.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	Acton 0.3.3 documentation »

          	acton »
 
      

    


    
      
          
            
  
acton package


Subpackages



	acton.proto package
	Submodules

	acton.proto.acton_pb2 module

	acton.proto.io module

	acton.proto.wrappers module

	Module contents












Submodules




acton.acton module

Main processing script for Acton.


	
acton.acton.draw(n: int, lst: typing.List[T], replace: bool = True)  typing.List[T][source]

	Draws n random elements from a list.





	Parameters:	
	n – Number of elements to draw.

	lst – List of elements to draw from.

	replace – Draw with replacement.






	Returns:	n random elements.




	Return type:	List[T]












	
acton.acton.get_DB(data_path: str, pandas_key: str = None) -> (<class 'acton.database.Database'>, <class 'dict'>)[source]

	Gets a Database that will handle the given data table.





	Parameters:	
	data_path – Path to file.

	pandas_key – Key for pandas HDF5. Specify iff using pandas.






	Returns:	
	Database – Database that will handle the given data table.

	dict – Keyword arguments for the Database constructor.
















	
acton.acton.label(recommendations: acton.proto.wrappers.Recommendations)  acton.proto.wrappers.LabelPool[source]

	Simulates a labelling task.





	Parameters:	
	data_path – Path to data file.

	feature_cols – List of column names of features. If empty, all columns will be used.

	label_col – Column name of the labels.

	pandas_key – Key for pandas HDF5. Specify iff using pandas.






	Returns:	




	Return type:	acton.proto.wrappers.LabelPool












	
acton.acton.main(data_path: str, feature_cols: typing.List[str], label_col: str, output_path: str, n_epochs: int = 10, initial_count: int = 10, recommender: str = 'RandomRecommender', predictor: str = 'LogisticRegression', pandas_key: str = '', n_recommendations: int = 1)[source]

	Simulate an active learning experiment.





	Parameters:	
	data_path – Path to data file.

	feature_cols – List of column names of the features. If empty, all non-label and non-ID
columns will be used.

	label_col – Column name of the labels.

	output_path – Path to output file. Will be overwritten.

	n_epochs – Number of epochs to run.

	initial_count – Number of random instances to label initially.

	recommender – Name of recommender to make recommendations.

	predictor – Name of predictor to make predictions.

	pandas_key – Key for pandas HDF5. Specify iff using pandas.

	n_recommendations – Number of recommendations to make at once.














	
acton.acton.predict(labels: acton.proto.wrappers.LabelPool, predictor: str)  acton.proto.wrappers.Predictions[source]

	Train a predictor and predict labels.





	Parameters:	
	labels – IDs of labelled instances.

	predictor – Name of predictor to make predictions.














	
acton.acton.recommend(predictions: acton.proto.wrappers.Predictions, recommender: str = 'RandomRecommender', n_recommendations: int = 1)  acton.proto.wrappers.Recommendations[source]

	Recommends instances to label based on predictions.





	Parameters:	
	recommender – Name of recommender to make recommendations.

	n_recommendations – Number of recommendations to make at once. Default 1.






	Returns:	




	Return type:	acton.proto.wrappers.Recommendations












	
acton.acton.simulate_active_learning(ids: typing.Iterable[int], db: acton.database.Database, db_kwargs: dict, output_path: str, n_initial_labels: int = 10, n_epochs: int = 10, test_size: int = 0.2, recommender: str = 'RandomRecommender', predictor: str = 'LogisticRegression', n_recommendations: int = 1)[source]

	Simulates an active learning task.





	Parameters:	
	ids – IDs of instances in the unlabelled pool.

	db – Database with features and labels.

	db_kwargs – Keyword arguments for the database constructor.

	output_path – Path to output intermediate predictions to. Will be overwritten.

	n_initial_labels – Number of initial labels to draw.

	n_epochs – Number of epochs.

	test_size – Percentage size of testing set.

	recommender – Name of recommender to make recommendations.

	predictor – Name of predictor to make predictions.

	n_recommendations – Number of recommendations to make at once.














	
acton.acton.try_pandas(data_path: str)  bool[source]

	Guesses if a file is a pandas file.





	Parameters:	data_path – Path to file.


	Returns:	True if the file is pandas.


	Return type:	bool










	
acton.acton.validate_predictor(predictor: str)[source]

	Raises an exception if the predictor is not valid.





	Parameters:	predictor – Name of predictor.


	Raises:	ValueError










	
acton.acton.validate_recommender(recommender: str)[source]

	Raises an exception if the recommender is not valid.





	Parameters:	recommender – Name of recommender.


	Raises:	ValueError












acton.cli module

Command-line interface for Acton.


	
acton.cli.lines_from_stdin()  typing.Iterable[str][source]

	Yields lines from stdin.






	
acton.cli.read_binary()  bytes[source]

	Reads binary data from stdin.

Notes

The first eight bytes are expected to be the length of the input data as an
unsigned long long.





	Returns:	Binary data.


	Return type:	bytes










	
acton.cli.read_bytes_from_buffer(n: int, buffer: typing.BinaryIO)  bytes[source]

	Reads n bytes from stdin, blocking until all bytes are received.





	Parameters:	
	n – How many bytes to read.

	buffer – Which buffer to read from.






	Returns:	Exactly n bytes.




	Return type:	bytes












	
acton.cli.write_binary(string: bytes)[source]

	Writes binary data to stdout.

Notes

The output will be preceded by the length as an unsigned long long.








acton.database module

Wrapper class for databases.


	
class acton.database.ASCIIReader(path: str, feature_cols: typing.List[str], label_col: str, encode_labels: bool = True, label_encoder: <MagicMock name='mock.LabelEncoder' id='140614122817408'> = None)[source]

	Bases: acton.database.Database

Reads ASCII databases.


	
feature_cols

	List[str] – List of feature columns.






	
label_col

	str – Name of label column.






	
max_id_length

	int – Maximum length of IDs.






	
n_features

	int – Number of features.






	
n_instances

	int – Number of instances.






	
n_labels

	int – Number of labels per instance.






	
path

	str – Path to ASCII file.






	
encode_labels

	bool – Whether to encode labels as integers.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers.






	
_db

	Database – Underlying ManagedHDF5Database.






	
_db_filepath

	str – Path of underlying HDF5 database.






	
_tempdir

	str – Temporary directory where the underlying HDF5 database is stored.






	
get_known_instance_ids()  typing.List[int][source]

	Returns a list of known instance IDs.





	Returns:	A list of known instance IDs.


	Return type:	List[str]










	
get_known_labeller_ids()  typing.List[int][source]

	Returns a list of known labeller IDs.





	Returns:	A list of known labeller IDs.


	Return type:	List[str]










	
read_features(ids: typing.Sequence[int])  <MagicMock id='140614122871608'>[source]

	Reads feature vectors from the database.





	Parameters:	ids – Iterable of IDs.


	Returns:	N x D array of feature vectors.


	Return type:	numpy.ndarray










	
read_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int])  <MagicMock id='140614122842376'>[source]

	Reads label vectors from the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.






	Returns:	T x N x F array of label vectors.




	Return type:	numpy.ndarray












	
to_proto()  mock.mock.Database[source]

	Serialises this database as a protobuf.





	Returns:	Protobuf representing this database.


	Return type:	DatabasePB










	
write_features(ids: typing.Sequence[int], features: <MagicMock id='140614122850008'>)[source]

	




	
write_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int], labels: <MagicMock id='140614122753048'>)[source]

	








	
class acton.database.Database[source]

	Bases: abc.ABC

Base class for database wrappers.


	
get_known_instance_ids()  typing.List[int][source]

	Returns a list of known instance IDs.





	Returns:	A list of known instance IDs.


	Return type:	List[str]










	
get_known_labeller_ids()  typing.List[int][source]

	Returns a list of known labeller IDs.





	Returns:	A list of known labeller IDs.


	Return type:	List[str]










	
read_features(ids: typing.Sequence[int])  <MagicMock id='140614122882608'>[source]

	Reads feature vectors from the database.





	Parameters:	ids – Iterable of IDs.


	Returns:	N x D array of feature vectors.


	Return type:	numpy.ndarray










	
read_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int])  <MagicMock id='140614122916048'>[source]

	Reads label vectors from the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.






	Returns:	T x N x F array of label vectors.




	Return type:	numpy.ndarray












	
to_proto()  mock.mock.Database[source]

	Serialises this database as a protobuf.





	Returns:	Protobuf representing this database.


	Return type:	DatabasePB










	
write_features(ids: typing.Sequence[int], features: <MagicMock id='140614122928952'>)[source]

	Writes feature vectors to the database.





	Parameters:	
	ids – Iterable of IDs.

	features – N x D array of feature vectors. The ith row corresponds to the ith
ID in ids.














	
write_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int], labels: <MagicMock id='140614122942248'>)[source]

	Writes label vectors to the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.

	labels – T x N x D array of label vectors. The ith row corresponds to the ith
labeller ID in labeller_ids and the jth column corresponds to the
jth instance ID in instance_ids.


















	
class acton.database.FITSReader(path: str, feature_cols: typing.List[str], label_col: str, hdu_index: int = 1, encode_labels: bool = True, label_encoder: <MagicMock name='mock.LabelEncoder' id='140614122177368'> = None)[source]

	Bases: acton.database.Database

Reads FITS databases.


	
hdu_index

	int – Index of HDU in the FITS file.






	
feature_cols

	List[str] – List of feature columns.






	
label_col

	str – Name of label column.






	
n_features

	int – Number of features.






	
n_instances

	int – Number of instances.






	
n_labels

	int – Number of labels per instance.






	
path

	str – Path to FITS file.






	
encode_labels

	bool – Whether to encode labels as integers.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers.






	
_hdulist

	astropy.io.fits.HDUList – FITS HDUList.






	
get_known_instance_ids()  typing.List[int][source]

	Returns a list of known instance IDs.





	Returns:	A list of known instance IDs.


	Return type:	List[str]










	
get_known_labeller_ids()  typing.List[int][source]

	Returns a list of known labeller IDs.





	Returns:	A list of known labeller IDs.


	Return type:	List[str]










	
read_features(ids: typing.Sequence[int])  <MagicMock id='140614122190272'>[source]

	Reads feature vectors from the database.





	Parameters:	ids – Iterable of IDs.


	Returns:	N x D array of feature vectors.


	Return type:	numpy.ndarray










	
read_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int])  <MagicMock id='140614122207664'>[source]

	Reads label vectors from the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.






	Returns:	T x N x 1 array of label vectors.




	Return type:	numpy.p












	
to_proto()  mock.mock.Database[source]

	Serialises this database as a protobuf.





	Returns:	Protobuf representing this database.


	Return type:	DatabasePB










	
write_features(ids: typing.Sequence[int], features: <MagicMock id='140614122224664'>)[source]

	




	
write_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int], labels: <MagicMock id='140614122250312'>)[source]

	








	
class acton.database.HDF5Database(path: str)[source]

	Bases: acton.database.Database

Database wrapping an HDF5 file as a context manager.


	
path

	str – Path to HDF5 file.






	
_h5_file

	h5py.File – HDF5 file object.










	
class acton.database.HDF5Reader(path: str, feature_cols: typing.List[str], label_col: str, encode_labels: bool = True, label_encoder: <MagicMock name='mock.LabelEncoder' id='140614122544040'> = None)[source]

	Bases: acton.database.HDF5Database

Reads HDF5 databases.


	
feature_cols

	List[str] – List of feature datasets.






	
label_col

	str – Name of label dataset.






	
n_features

	int – Number of features.






	
n_instances

	int – Number of instances.






	
n_labels

	int – Number of labels per instance.






	
path

	str – Path to HDF5 file.






	
encode_labels

	bool – Whether to encode labels as integers.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers.






	
_h5_file

	h5py.File – HDF5 file object.






	
_is_multidimensional

	bool – Whether the features are in a multidimensional dataset.






	
get_known_instance_ids()  typing.List[int][source]

	Returns a list of known instance IDs.





	Returns:	A list of known instance IDs.


	Return type:	List[str]










	
get_known_labeller_ids()  typing.List[int][source]

	Returns a list of known labeller IDs.





	Returns:	A list of known labeller IDs.


	Return type:	List[str]










	
read_features(ids: typing.Sequence[int])  <MagicMock id='140614122552904'>[source]

	Reads feature vectors from the database.





	Parameters:	ids – Iterable of IDs.


	Returns:	N x D array of feature vectors.


	Return type:	numpy.ndarray










	
read_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int])  <MagicMock id='140614122578552'>[source]

	Reads label vectors from the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.






	Returns:	T x N x F array of label vectors.




	Return type:	numpy.ndarray












	
to_proto()  mock.mock.Database[source]

	Serialises this database as a protobuf.





	Returns:	Protobuf representing this database.


	Return type:	DatabasePB










	
write_features(ids: typing.Sequence[int], features: <MagicMock id='140614122591456'>)[source]

	




	
write_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int], labels: <MagicMock id='140614122600656'>)[source]

	








	
class acton.database.ManagedHDF5Database(path: str, label_dtype: str = None, feature_dtype: str = None)[source]

	Bases: acton.database.HDF5Database

Database using an HDF5 file.

Notes

This database uses an internal schema. For reading files from disk, use
another Database.


	
path

	str – Path to HDF5 file.






	
label_dtype

	str – Data type of labels.






	
feature_dtype

	str – Data type of features.






	
_h5_file

	h5py.File – Opened HDF5 file.






	
_sync_attrs

	List[str] – List of instance attributes to sync with the HDF5 file’s attributes.






	
get_known_instance_ids()  typing.List[int][source]

	Returns a list of known instance IDs.





	Returns:	A list of known instance IDs.


	Return type:	List[str]










	
get_known_labeller_ids()  typing.List[int][source]

	Returns a list of known labeller IDs.





	Returns:	A list of known labeller IDs.


	Return type:	List[str]










	
read_features(ids: typing.Sequence[int])  <MagicMock id='140614122457800'>[source]

	Reads feature vectors from the database.





	Parameters:	ids – Iterable of IDs.


	Returns:	N x D array of feature vectors.


	Return type:	numpy.ndarray










	
read_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int])  <MagicMock id='140614122492648'>[source]

	Reads label vectors from the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.






	Returns:	T x N x F array of label vectors.




	Return type:	numpy.ndarray












	
to_proto()  mock.mock.Database[source]

	Serialises this database as a protobuf.





	Returns:	Protobuf representing this database.


	Return type:	DatabasePB










	
write_features(ids: typing.Sequence[int], features: <MagicMock id='140614122436704'>)[source]

	Writes feature vectors to the database.





	Parameters:	
	ids – Iterable of IDs.

	features – N x D array of feature vectors. The ith row corresponds to the ith
ID in ids.






	Returns:	N x D array of feature vectors.




	Return type:	numpy.ndarray












	
write_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int], labels: <MagicMock id='140614122475192'>)[source]

	Writes label vectors to the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.

	labels – T x N x D array of label vectors. The ith row corresponds to the ith
labeller ID in labeller_ids and the jth column corresponds to the
jth instance ID in instance_ids.


















	
class acton.database.PandasReader(path: str, feature_cols: typing.List[str], label_col: str, key: str, encode_labels: bool = True, label_encoder: <MagicMock name='mock.LabelEncoder' id='140614122808992'> = None)[source]

	Bases: acton.database.Database

Reads HDF5 databases.


	
feature_cols

	List[str] – List of feature datasets.






	
label_col

	str – Name of label dataset.






	
n_features

	int – Number of features.






	
n_instances

	int – Number of instances.






	
n_labels

	int – Number of labels per instance.






	
path

	str – Path to HDF5 file.






	
encode_labels

	bool – Whether to encode labels as integers.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers.






	
_df

	pandas.DataFrame – Pandas dataframe.






	
get_known_instance_ids()  typing.List[int][source]

	Returns a list of known instance IDs.





	Returns:	A list of known instance IDs.


	Return type:	List[str]










	
get_known_labeller_ids()  typing.List[int][source]

	Returns a list of known labeller IDs.





	Returns:	A list of known labeller IDs.


	Return type:	List[str]










	
read_features(ids: typing.Sequence[int])  <MagicMock id='140614122780992'>[source]

	Reads feature vectors from the database.





	Parameters:	ids – Iterable of IDs.


	Returns:	N x D array of feature vectors.


	Return type:	numpy.ndarray










	
read_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int])  <MagicMock id='140614122711808'>[source]

	Reads label vectors from the database.





	Parameters:	
	labeller_ids – Iterable of labeller IDs.

	instance_ids – Iterable of instance IDs.






	Returns:	T x N x 1 array of label vectors.




	Return type:	numpy.ndarray












	
to_proto()  mock.mock.Database[source]

	Serialises this database as a protobuf.





	Returns:	Protobuf representing this database.


	Return type:	DatabasePB










	
write_features(ids: typing.Sequence[int], features: <MagicMock id='140614122833736'>)[source]

	




	
write_labels(labeller_ids: typing.Sequence[int], instance_ids: typing.Sequence[int], labels: <MagicMock id='140614122806072'>)[source]

	








	
acton.database.product(seq: typing.Iterable[int])[source]

	Finds the product of a list of ints.





	Parameters:	seq – List of ints.


	Returns:	Product.


	Return type:	int










	
acton.database.serialise_encoder(encoder: <MagicMock name='mock.LabelEncoder' id='140614122905952'>)  mock.mock.LabelEncoder[source]

	Serialises a LabelEncoder as a protobuf.





	Parameters:	encoder – LabelEncoder.


	Returns:	Protobuf representing the LabelEncoder.


	Return type:	LabelEncoderPB












acton.kde_predictor module

A predictor that uses KDE to classify instances.


	
class acton.kde_predictor.KDEClassifier(bandwidth=1.0)[source]

	Bases: BaseEstimator, ClassifierMixin

A classifier using kernel density estimation to classify instances.


	
fit(X, y)[source]

	Fits kernel density models to the data.





	Parameters:	
	X (array_like, shape (n_samples, n_features)) – List of n_features-dimensional data points. Each row
corresponds to a single data point.

	y (array-like, shape (n_samples,)) – Target vector relative to X.














	
predict(X)[source]

	Predicts class labels.





	Parameters:	X (array_like, shape (n_samples, n_features)) – List of n_features-dimensional data points. Each row
corresponds to a single data point.










	
predict_proba(X)[source]

	Predicts class probabilities.

Class probabilities are normalised log densities of the kernel density
estimates.





	Parameters:	X (array_like, shape (n_samples, n_features)) – List of n_features-dimensional data points. Each row
corresponds to a single data point.
















acton.labellers module

Labeller classes.


	
class acton.labellers.ASCIITableLabeller(path: str, id_col: str, label_col: str)[source]

	Bases: acton.labellers.Labeller

Labeller that obtains labels from an ASCII table.


	
path

	str – Path to table.






	
id_col

	str – Name of the column where IDs are stored.






	
label_col

	str – Name of the column where binary labels are stored.






	
_table

	astropy.table.Table – Table object.






	
query(id_: int)  <MagicMock id='140614122343448'>[source]

	Queries the labeller.





	Parameters:	id – ID of instance to label.


	Returns:	1 x 1 label array.


	Return type:	numpy.ndarray














	
class acton.labellers.DatabaseLabeller(db: acton.database.Database)[source]

	Bases: acton.labellers.Labeller

Labeller that obtains labels from a Database.


	
_db

	acton.database.Database – Database with labels.






	
query(id_: int)  <MagicMock id='140614122356352'>[source]

	Queries the labeller.





	Parameters:	id – ID of instance to label.


	Returns:	1 x 1 label array.


	Return type:	numpy.ndarray














	
class acton.labellers.Labeller[source]

	Bases: abc.ABC

Base class for labellers.


	
query(id_: int)  <MagicMock id='140614122333856'>[source]

	Queries the labeller.





	Parameters:	id – ID of instance to label.


	Returns:	T x F label array.


	Return type:	numpy.ndarray
















acton.plot module

Script to plot a dump of predictions.


	
acton.plot.plot(predictions: typing.Iterable[typing.BinaryIO])[source]

	Plots predictions from a file.





	Parameters:	predictions – Files containing predictions.












acton.predictors module

Predictor classes.


	
acton.predictors.AveragePredictions(predictor: acton.predictors.Predictor)  acton.predictors.Predictor[source]

	Wrapper for a predictor that averages predicted probabilities.

Notes

This effectively reduces the number of predictors to 1.





	Parameters:	predictor – Predictor to wrap.


	Returns:	Predictor with averaged predictions.


	Return type:	Predictor










	
class acton.predictors.Committee(Predictor: type, db: acton.database.Database, n_classifiers: int = 10, subset_size: float = 0.6, **kwargs: dict)[source]

	Bases: acton.predictors.Predictor

A predictor using a committee of other predictors.


	
n_classifiers

	int – Number of logistic regression classifiers in the committee.






	
subset_size

	float – Percentage of known labels to take subsets of to train the
classifier. Lower numbers increase variety.






	
_db

	acton.database.Database – Database storing features and labels.






	
_committee

	List[sklearn.linear_model.LogisticRegression] – Underlying committee of logistic regression classifiers.






	
_reference_predictor

	Predictor – Reference predictor trained on all known labels.






	
fit(ids: typing.Iterable[int])[source]

	Fits the predictor to labelled data.





	Parameters:	ids – List of IDs of instances to train from.










	
predict(ids: typing.Sequence[int]) -> (<MagicMock id='140614121640512'>, <MagicMock id='140614121648928'>)[source]

	Predicts labels of instances.

Notes

Unlike in scikit-learn, predictions are always real-valued.
Predicted labels for a classification problem are represented by
predicted probabilities of each class.





	Parameters:	ids – List of IDs of instances to predict labels for.


	Returns:	
	numpy.ndarray – An N x T x C array of corresponding predictions.

	numpy.ndarray – A N array of confidences (or None if not applicable).














	
reference_predict(ids: typing.Sequence[int]) -> (<MagicMock id='140614121665928'>, <MagicMock id='140614121678440'>)[source]

	Predicts labels using the best possible method.





	Parameters:	ids – List of IDs of instances to predict labels for.


	Returns:	
	numpy.ndarray – An N x 1 x C array of corresponding predictions.

	numpy.ndarray – A N array of confidences (or None if not applicable).


















	
class acton.predictors.GPClassifier(db: acton.database.Database, max_iters: int = 50000, n_jobs: int = 1)[source]

	Bases: acton.predictors.Predictor

Classifier using Gaussian processes.


	
max_iters

	int – Maximum optimisation iterations.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers.






	
model_

	gpy.models.GPClassification – GP model.






	
_db

	acton.database.Database – Database storing features and labels.






	
fit(ids: typing.Iterable[int])[source]

	Fits the predictor to labelled data.





	Parameters:	ids – List of IDs of instances to train from.










	
predict(ids: typing.Sequence[int]) -> (<MagicMock id='140614121688032'>, <MagicMock id='140614121708736'>)[source]

	Predicts labels of instances.

Notes

Unlike in scikit-learn, predictions are always real-valued.
Predicted labels for a classification problem are represented by
predicted probabilities of each class.





	Parameters:	ids – List of IDs of instances to predict labels for.


	Returns:	
	numpy.ndarray – An N x 1 x C array of corresponding predictions.

	numpy.ndarray – A N array of confidences (or None if not applicable).














	
reference_predict(ids: typing.Sequence[int]) -> (<MagicMock id='140614121721640'>, <MagicMock id='140614121738312'>)[source]

	Predicts labels using the best possible method.





	Parameters:	ids – List of IDs of instances to predict labels for.


	Returns:	
	numpy.ndarray – An N x 1 x C array of corresponding predictions.

	numpy.ndarray – A N array of confidences (or None if not applicable).


















	
class acton.predictors.Predictor[source]

	Bases: abc.ABC

Base class for predictors.


	
prediction_type

	str – What kind of predictions this class generates, e.g. classification.s






	
fit(ids: typing.Iterable[int])[source]

	Fits the predictor to labelled data.





	Parameters:	ids – List of IDs of instances to train from.










	
predict(ids: typing.Sequence[int]) -> (<MagicMock id='140614122047192'>, <MagicMock id='140614122086640'>)[source]

	Predicts labels of instances.

Notes

Unlike in scikit-learn, predictions are always real-valued.
Predicted labels for a classification problem are represented by
predicted probabilities of each class.





	Parameters:	ids – List of IDs of instances to predict labels for.


	Returns:	
	numpy.ndarray – An N x T x C array of corresponding predictions.

	numpy.ndarray – A N array of confidences (or None if not applicable).














	
prediction_type = 'classification'

	




	
reference_predict(ids: typing.Sequence[int]) -> (<MagicMock id='140614122095448'>, <MagicMock id='140614122112056'>)[source]

	Predicts labels using the best possible method.





	Parameters:	ids – List of IDs of instances to predict labels for.


	Returns:	
	numpy.ndarray – An N x 1 x C array of corresponding predictions.

	numpy.ndarray – A N array of confidences (or None if not applicable).


















	
acton.predictors.from_class(Predictor: type, regression: bool = False)  type[source]

	Converts a scikit-learn predictor class into a Predictor class.





	Parameters:	
	Predictor – scikit-learn predictor class.

	regression – Whether this predictor does regression (as opposed to classification).






	Returns:	Predictor class wrapping the scikit-learn class.




	Return type:	type












	
acton.predictors.from_instance(predictor: BaseEstimator, db: acton.database.Database, regression: bool = False)  acton.predictors.Predictor[source]

	Converts a scikit-learn predictor instance into a Predictor instance.





	Parameters:	
	predictor – scikit-learn predictor.

	db – Database storing features and labels.

	regression – Whether this predictor does regression (as opposed to classification).






	Returns:	Predictor instance wrapping the scikit-learn predictor.




	Return type:	Predictor














acton.recommenders module

Recommender classes.


	
class acton.recommenders.EntropyRecommender(db: acton.database.Database)[source]

	Bases: acton.recommenders.Recommender

Recommends instances by confidence-based uncertainty sampling.


	
recommend(ids: typing.Sequence[int], predictions: <MagicMock id='140614121379600'>, n: int = 1, diversity: float = 0.5)  typing.Sequence[int][source]

	Recommends an instance to label.





	Parameters:	
	ids – Sequence of IDs in the unlabelled data pool.

	predictions – N x 1 x C array of predictions. The ith row must correspond with the
ith ID in the sequence.

	n – Number of recommendations to make.

	diversity – Recommendation diversity in [0, 1].






	Returns:	IDs of the instances to label.




	Return type:	Sequence[int]
















	
class acton.recommenders.MarginRecommender(db: acton.database.Database)[source]

	Bases: acton.recommenders.Recommender

Recommends instances by margin-based uncertainty sampling.


	
recommend(ids: typing.Sequence[int], predictions: <MagicMock id='140614121429816'>, n: int = 1, diversity: float = 0.5)  typing.Sequence[int][source]

	Recommends an instance to label.

Notes

Assumes predictions are probabilities of positive binary label.





	Parameters:	
	ids – Sequence of IDs in the unlabelled data pool.

	predictions – N x 1 x C array of predictions. The ith row must correspond with the
ith ID in the sequence.

	n – Number of recommendations to make.

	diversity – Recommendation diversity in [0, 1].






	Returns:	IDs of the instances to label.




	Return type:	Sequence[int]
















	
class acton.recommenders.QBCRecommender(db: acton.database.Database)[source]

	Bases: acton.recommenders.Recommender

Recommends instances by committee disagreement.


	
recommend(ids: typing.Sequence[int], predictions: <MagicMock id='140614121527560'>, n: int = 1, diversity: float = 0.5)  typing.Sequence[int][source]

	Recommends an instance to label.

Notes

Assumes predictions are probabilities of positive binary label.





	Parameters:	
	ids – Sequence of IDs in the unlabelled data pool.

	predictions – N x T x C array of predictions. The ith row must correspond with the
ith ID in the sequence.

	n – Number of recommendations to make.

	diversity – Recommendation diversity in [0, 1].






	Returns:	IDs of the instances to label.




	Return type:	Sequence[int]
















	
class acton.recommenders.RandomRecommender(db: acton.database.Database)[source]

	Bases: acton.recommenders.Recommender

Recommends instances at random.


	
recommend(ids: typing.Sequence[int], predictions: <MagicMock id='140614121513872'>, n: int = 1, diversity: float = 0.5)  typing.Sequence[int][source]

	Recommends an instance to label.





	Parameters:	
	ids – Sequence of IDs in the unlabelled data pool.

	predictions – N x T x C array of predictions.

	n – Number of recommendations to make.

	diversity – Recommendation diversity in [0, 1].






	Returns:	IDs of the instances to label.




	Return type:	Sequence[int]
















	
class acton.recommenders.Recommender[source]

	Bases: abc.ABC

Base class for recommenders.


	
recommend(ids: typing.Sequence[int], predictions: <MagicMock id='140614121487832'>, n: int = 1, diversity: float = 0.5)  typing.Sequence[int][source]

	Recommends an instance to label.





	Parameters:	
	ids – Sequence of IDs in the unlabelled data pool.

	predictions – N x T x C array of predictions.

	n – Number of recommendations to make.

	diversity – Recommendation diversity in [0, 1].






	Returns:	IDs of the instances to label.




	Return type:	Sequence[int]
















	
class acton.recommenders.UncertaintyRecommender(db: acton.database.Database)[source]

	Bases: acton.recommenders.Recommender

Recommends instances by confidence-based uncertainty sampling.


	
recommend(ids: typing.Sequence[int], predictions: <MagicMock id='140614121397776'>, n: int = 1, diversity: float = 0.5)  typing.Sequence[int][source]

	Recommends an instance to label.

Notes

Assumes predictions are probabilities of positive binary label.





	Parameters:	
	ids – Sequence of IDs in the unlabelled data pool.

	predictions – N x 1 x C array of predictions. The ith row must correspond with the
ith ID in the sequence.

	n – Number of recommendations to make.

	diversity – Recommendation diversity in [0, 1].






	Returns:	IDs of the instances to label.




	Return type:	Sequence[int]
















	
acton.recommenders.choose_boltzmann(features: <MagicMock id='140614121466008'>, scores: <MagicMock id='140614121478520'>, n: int, temperature: float = 1.0)  typing.Sequence[int][source]

	Chooses n scores using a Boltzmann distribution.

Notes

Scores are chosen from highest to lowest. If there are less scores to choose
from than requested, all scores will be returned in order of preference.





	Parameters:	
	scores – 1D array of scores.

	n – Number of scores to choose.

	temperature – Temperature parameter for sampling. Higher temperatures give more
diversity.






	Returns:	List of indices of scores chosen.




	Return type:	Sequence[int]












	
acton.recommenders.choose_mmr(features: <MagicMock id='140614121386784'>, scores: <MagicMock id='140614121448952'>, n: int, l: float = 0.5)  typing.Sequence[int][source]

	Chooses n scores using maximal marginal relevance.

Notes

Scores are chosen from highest to lowest. If there are less scores to choose
from than requested, all scores will be returned in order of preference.





	Parameters:	
	scores – 1D array of scores.

	n – Number of scores to choose.

	l – Lambda parameter for MMR. l = 1 gives a relevance-ranked list and l = 0
gives a maximal diversity ranking.






	Returns:	List of indices of scores chosen.




	Return type:	Sequence[int]
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acton.proto package


Submodules




acton.proto.acton_pb2 module




acton.proto.io module

Functions for reading/writing to protobufs.


	
acton.proto.io.GeneratedProtocolMessageType(name, *args, **kwargs)

	




	
acton.proto.io.get_ndarray(data: list, shape: tuple, dtype: str)  <MagicMock id='140614122018968'>[source]

	Converts a list of values into an array.





	Parameters:	
	data – Raw array data.

	shape – Shape of the resulting array.

	dtype – Data type of the resulting array.






	Returns:	Array with the given data, shape, and dtype.




	Return type:	numpy.ndarray












	
acton.proto.io.read_metadata(file: typing.Union[str, typing.BinaryIO])  bytes[source]

	Reads metadata from a protobufs file.





	Parameters:	file – Path to binary file, or file itself.


	Returns:	Metadata.


	Return type:	bytes










	
acton.proto.io.read_proto()[source]

	Reads a protobuf from a .proto file.





	Parameters:	
	path – Path to the .proto file.

	Proto – Protocol message class (from the generated protobuf module).






	Returns:	The parsed protobuf.




	Return type:	GeneratedProtocolMessageType












	
acton.proto.io.read_protos()[source]

	Reads many protobufs from a file.





	Parameters:	
	file – Path to binary file, or file itself.

	Proto – Protocol message class (from the generated protobuf module).






	Yields:	GeneratedProtocolMessageType – A parsed protobuf.












	
acton.proto.io.write_proto()[source]

	Serialises a protobuf to a file.





	Parameters:	
	path – Path to binary file. Will be overwritten.

	proto – Protobuf to write to file.














	
acton.proto.io.write_protos(path: str, metadata: bytes = b'')[source]

	Serialises many protobufs to a file.





	Parameters:	
	path – Path to binary file. Will be overwritten.

	metadata – Optional bytestring to prepend to the file.









Notes

Coroutine. Accepts protobufs, or None to terminate and close file.








acton.proto.wrappers module

Classes that wrap protobufs.


	
class acton.proto.wrappers.LabelPool(proto: typing.Union[str, mock.mock.LabelPool])[source]

	Bases: object

Wrapper for the LabelPool protobuf.


	
proto

	acton_pb.LabelPool – Protobuf representing the label pool.






	
db_kwargs

	dict – Key-value pairs of keyword arguments for the database constructor.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers. May be None.






	
DB

	Gets a database context manager for the specified database.





	Returns:	Database context manager.


	Return type:	type










	
classmethod deserialise(proto: bytes, json: bool = False)  acton.proto.wrappers.LabelPool[source]

	Deserialises a protobuf into a LabelPool.





	Parameters:	
	proto – Serialised protobuf.

	json – Whether the serialised protobuf is in JSON format.






	Returns:	




	Return type:	LabelPool












	
ids

	Gets a list of IDs.





	Returns:	List of known IDs.


	Return type:	List[int]










	
labels

	Gets labels array specified in input.

Notes

The returned array is cached by this object so future calls will not
need to recompile the array.





	Returns:	T x N x F NumPy array of labels.


	Return type:	numpy.ndarray










	
classmethod make(ids: typing.Iterable[int], db: acton.database.Database)  acton.proto.wrappers.LabelPool[source]

	Constructs a LabelPool.





	Parameters:	
	ids – Iterable of instance IDs.

	db – Database






	Returns:	




	Return type:	LabelPool
















	
class acton.proto.wrappers.Predictions(proto: typing.Union[str, mock.mock.Predictions])[source]

	Bases: object

Wrapper for the Predictions protobuf.


	
proto

	acton_pb.Predictions – Protobuf representing predictions.






	
db_kwargs

	dict – Dictionary of database keyword arguments.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers. May be None.






	
DB

	Gets a database context manager for the specified database.





	Returns:	Database context manager.


	Return type:	type










	
classmethod deserialise(proto: bytes, json: bool = False)  acton.proto.wrappers.Predictions[source]

	Deserialises a protobuf into Predictions.





	Parameters:	
	proto – Serialised protobuf.

	json – Whether the serialised protobuf is in JSON format.






	Returns:	




	Return type:	Predictions












	
labelled_ids

	Gets a list of IDs the predictor knew the label for.





	Returns:	List of IDs the predictor knew the label for.


	Return type:	List[int]










	
classmethod make(predicted_ids: typing.Iterable[int], labelled_ids: typing.Iterable[int], predictions: <MagicMock id='140614121877912'>, db: acton.database.Database, predictor: str = '')  acton.proto.wrappers.Predictions[source]

	Converts NumPy predictions to a Predictions object.





	Parameters:	
	predicted_ids – Iterable of instance IDs corresponding to predictions.

	labelled_ids – Iterable of instance IDs used to train the predictor.

	predictions – T x N x D array of corresponding predictions.

	predictor – Name of predictor used to generate predictions.

	db – Database.






	Returns:	




	Return type:	Predictions












	
predicted_ids

	Gets a list of IDs corresponding to predictions.





	Returns:	List of IDs corresponding to predictions.


	Return type:	List[int]










	
predictions

	Gets predictions array specified in input.

Notes

The returned array is cached by this object so future calls will not
need to recompile the array.





	Returns:	T x N x D NumPy array of predictions.


	Return type:	numpy.ndarray














	
class acton.proto.wrappers.Recommendations(proto: typing.Union[str, mock.mock.Recommendations])[source]

	Bases: object

Wrapper for the Recommendations protobuf.


	
proto

	acton_pb.Recommendations – Protobuf representing recommendations.






	
db_kwargs

	dict – Key-value pairs of keyword arguments for the database constructor.






	
label_encoder

	sklearn.preprocessing.LabelEncoder – Encodes labels as integers. May be None.






	
DB

	Gets a database context manager for the specified database.





	Returns:	Database context manager.


	Return type:	type










	
classmethod deserialise(proto: bytes, json: bool = False)  acton.proto.wrappers.Recommendations[source]

	Deserialises a protobuf into Recommendations.





	Parameters:	
	proto – Serialised protobuf.

	json – Whether the serialised protobuf is in JSON format.






	Returns:	




	Return type:	Recommendations












	
labelled_ids

	Gets a list of labelled IDs.





	Returns:	List of labelled IDs.


	Return type:	List[int]










	
classmethod make(recommended_ids: typing.Iterable[int], labelled_ids: typing.Iterable[int], recommender: str, db: acton.database.Database)  acton.proto.wrappers.Recommendations[source]

	Constructs a Recommendations.





	Parameters:	
	recommended_ids – Iterable of recommended instance IDs.

	labelled_ids – Iterable of labelled instance IDs used to make recommendations.

	recommender – Name of the recommender used to make recommendations.

	db – Database.






	Returns:	




	Return type:	Recommendations












	
recommendations

	Gets a list of recommended IDs.





	Returns:	List of recommended IDs.


	Return type:	List[int]














	
acton.proto.wrappers.deserialise_encoder(encoder: mock.mock.LabelEncoder)  <MagicMock name='mock.LabelEncoder' id='140614121789984'>[source]

	Deserialises a LabelEncoder protobuf.





	Parameters:	encoder – LabelEncoder protobuf.


	Returns:	LabelEncoder (or None if no encodings were specified).


	Return type:	sklearn.preprocessing.LabelEncoder










	
acton.proto.wrappers.validate_db(db: mock.mock.Database)[source]

	Validates a Database proto.





	Parameters:	db – Database to validate.


	Raises:	ValueError
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Developer Documentation


Contributing

We accept pull requests on GitHub. Contributions must be PEP8 compliant and pass
formatting and function tests in the test script /test.




Adding a New Predictor

A predictor is a class that implements acton.predictors.Predictor. Adding a
new predictor amounts to implementing a subclass of Predictor and
registering it in acton.predictors.PREDICTORS.

Predictors must implement:


	__init__(db: acton.database.Database, *args, **kwargs), which stores a reference to the database (and does any other initialisation).

	fit(ids: Iterable[int]), which takes an iterable of IDs and fits a model
to the associated features and labels,

	predict(ids: Sequence[int]) -> numpy.ndarray, which takes a sequence of
IDs and predicts the associated labels.

	reference_predict(ids: Sequence[int]) -> numpy.ndarray, which behaves the same as predict but uses the best possible model.



Predictors should store data-based values such as the model in attributes ending in an underscore, e.g. self.model_.


Why Does Acton Use Predictor?

Acton makes use of Predictor classes, which are often just wrappers for
scikit-learn classes. This raises the question: Why not just use scikit-learn
classes?

This design decision was made because Acton must support predictors that do not
fit the scikit-learn API, and so using scikit-learn predictors directly would
mean that there is no unified API for predictors. An example of where Acton
diverges from scikit-learn is that scikit-learn does not support multiple
labellers.






Adding a New Recommender

A recommender is a class that implements acton.recommenders.Recommender. Adding a new recommender amounts to implementing a subclass of Recommender and registering it in acton.recommenders.RECOMMENDERS.

Recommenders must implement:


	__init__(db: acton.database.Database, *args, **kwargs), which stores a reference to the database (and does any other initialisation).

	recommend(ids: Iterable[int], predictions: numpy.ndarray, n: int=1, diversity: float=0.5)` -> Sequence[int], which recommends n IDs from the given IDs based on the associated predictions.









          

      

      

    


    
        © Copyright 2017, Matthew Alger & Cheng Soon Ong.
      Created using Sphinx 1.4.8.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	Acton 0.3.3 documentation »
 
      

    


    
      
          
            

   Python Module Index


   
   a
   


   
     		 	

     		
       a	

     
       	[image: -]
       	
       acton	
       

     
       	
       	   
       acton.acton	
       

     
       	
       	   
       acton.cli	
       

     
       	
       	   
       acton.database	
       

     
       	
       	   
       acton.kde_predictor	
       

     
       	
       	   
       acton.labellers	
       

     
       	
       	   
       acton.plot	
       

     
       	
       	   
       acton.predictors	
       

     
       	
       	   
       acton.proto	
       

     
       	
       	   
       acton.proto.acton_pb2	
       

     
       	
       	   
       acton.proto.io	
       

     
       	
       	   
       acton.proto.wrappers	
       

     
       	
       	   
       acton.recommenders	
       

   



          

      

      

    


    
        © Copyright 2017, Matthew Alger & Cheng Soon Ong.
      Created using Sphinx 1.4.8.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	Acton 0.3.3 documentation »
 
      

    


    
      
          
            

Index



 _
 | A
 | C
 | D
 | E
 | F
 | G
 | H
 | I
 | K
 | L
 | M
 | N
 | P
 | Q
 | R
 | S
 | T
 | U
 | V
 | W
 


_


  	
      
  	_committee (acton.predictors.Committee attribute)
  


      
  	_db (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.labellers.DatabaseLabeller attribute)
  


        
  	(acton.predictors.Committee attribute)
  


        
  	(acton.predictors.GPClassifier attribute)
  


      


      
  	_db_filepath (acton.database.ASCIIReader attribute)
  


      
  	_df (acton.database.PandasReader attribute)
  


      
  	_h5_file (acton.database.HDF5Database attribute)
  


      	
        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.ManagedHDF5Database attribute)
  


      


  

  	
      
  	_hdulist (acton.database.FITSReader attribute)
  


      
  	_is_multidimensional (acton.database.HDF5Reader attribute)
  


      
  	_reference_predictor (acton.predictors.Committee attribute)
  


      
  	_sync_attrs (acton.database.ManagedHDF5Database attribute)
  


      
  	_table (acton.labellers.ASCIITableLabeller attribute)
  


      
  	_tempdir (acton.database.ASCIIReader attribute)
  


  





A


  	
      
  	acton (module)
  


      
  	acton.acton (module)
  


      
  	acton.cli (module)
  


      
  	acton.database (module)
  


      
  	acton.kde_predictor (module)
  


      
  	acton.labellers (module)
  


      
  	acton.plot (module)
  


      
  	acton.predictors (module)
  


  

  	
      
  	acton.proto (module)
  


      
  	acton.proto.acton_pb2 (module)
  


      
  	acton.proto.io (module)
  


      
  	acton.proto.wrappers (module)
  


      
  	acton.recommenders (module)
  


      
  	ASCIIReader (class in acton.database)
  


      
  	ASCIITableLabeller (class in acton.labellers)
  


      
  	AveragePredictions() (in module acton.predictors)
  


  





C


  	
      
  	choose_boltzmann() (in module acton.recommenders)
  


  

  	
      
  	choose_mmr() (in module acton.recommenders)
  


      
  	Committee (class in acton.predictors)
  


  





D


  	
      
  	Database (class in acton.database)
  


      
  	DatabaseLabeller (class in acton.labellers)
  


      
  	DB (acton.proto.wrappers.LabelPool attribute)
  


      	
        
  	(acton.proto.wrappers.Predictions attribute)
  


        
  	(acton.proto.wrappers.Recommendations attribute)
  


      


      
  	db_kwargs (acton.proto.wrappers.LabelPool attribute)
  


      	
        
  	(acton.proto.wrappers.Predictions attribute)
  


        
  	(acton.proto.wrappers.Recommendations attribute)
  


      


  

  	
      
  	deserialise() (acton.proto.wrappers.LabelPool class method)
  


      	
        
  	(acton.proto.wrappers.Predictions class method)
  


        
  	(acton.proto.wrappers.Recommendations class method)
  


      


      
  	deserialise_encoder() (in module acton.proto.wrappers)
  


      
  	draw() (in module acton.acton)
  


  





E


  	
      
  	encode_labels (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


      


  

  	
      
  	EntropyRecommender (class in acton.recommenders)
  


  





F


  	
      
  	feature_cols (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


      


      
  	feature_dtype (acton.database.ManagedHDF5Database attribute)
  


      
  	fit() (acton.kde_predictor.KDEClassifier method)
  


      	
        
  	(acton.predictors.Committee method)
  


        
  	(acton.predictors.GPClassifier method)
  


        
  	(acton.predictors.Predictor method)
  


      


  

  	
      
  	FITSReader (class in acton.database)
  


      
  	from_class() (in module acton.predictors)
  


      
  	from_instance() (in module acton.predictors)
  


  





G


  	
      
  	GeneratedProtocolMessageType() (in module acton.proto.io)
  


      
  	get_DB() (in module acton.acton)
  


      
  	get_known_instance_ids() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


  

  	
      
  	get_known_labeller_ids() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


      
  	get_ndarray() (in module acton.proto.io)
  


      
  	GPClassifier (class in acton.predictors)
  


  





H


  	
      
  	HDF5Database (class in acton.database)
  


  

  	
      
  	HDF5Reader (class in acton.database)
  


      
  	hdu_index (acton.database.FITSReader attribute)
  


  





I


  	
      
  	id_col (acton.labellers.ASCIITableLabeller attribute)
  


  

  	
      
  	ids (acton.proto.wrappers.LabelPool attribute)
  


  





K


  	
      
  	KDEClassifier (class in acton.kde_predictor)
  


  





L


  	
      
  	label() (in module acton.acton)
  


      
  	label_col (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


        
  	(acton.labellers.ASCIITableLabeller attribute)
  


      


      
  	label_dtype (acton.database.ManagedHDF5Database attribute)
  


      
  	label_encoder (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


        
  	(acton.predictors.GPClassifier attribute)
  


        
  	(acton.proto.wrappers.LabelPool attribute)
  


        
  	(acton.proto.wrappers.Predictions attribute)
  


        
  	(acton.proto.wrappers.Recommendations attribute)
  


      


  

  	
      
  	labelled_ids (acton.proto.wrappers.Predictions attribute)
  


      	
        
  	(acton.proto.wrappers.Recommendations attribute)
  


      


      
  	Labeller (class in acton.labellers)
  


      
  	LabelPool (class in acton.proto.wrappers)
  


      
  	labels (acton.proto.wrappers.LabelPool attribute)
  


      
  	lines_from_stdin() (in module acton.cli)
  


  





M


  	
      
  	main() (in module acton.acton)
  


      
  	make() (acton.proto.wrappers.LabelPool class method)
  


      	
        
  	(acton.proto.wrappers.Predictions class method)
  


        
  	(acton.proto.wrappers.Recommendations class method)
  


      


  

  	
      
  	ManagedHDF5Database (class in acton.database)
  


      
  	MarginRecommender (class in acton.recommenders)
  


      
  	max_id_length (acton.database.ASCIIReader attribute)
  


      
  	max_iters (acton.predictors.GPClassifier attribute)
  


      
  	model_ (acton.predictors.GPClassifier attribute)
  


  





N


  	
      
  	n_classifiers (acton.predictors.Committee attribute)
  


      
  	n_features (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


      


      
  	n_instances (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


      


  

  	
      
  	n_labels (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.PandasReader attribute)
  


      


  





P


  	
      
  	PandasReader (class in acton.database)
  


      
  	path (acton.database.ASCIIReader attribute)
  


      	
        
  	(acton.database.FITSReader attribute)
  


        
  	(acton.database.HDF5Database attribute)
  


        
  	(acton.database.HDF5Reader attribute)
  


        
  	(acton.database.ManagedHDF5Database attribute)
  


        
  	(acton.database.PandasReader attribute)
  


        
  	(acton.labellers.ASCIITableLabeller attribute)
  


      


      
  	plot() (in module acton.plot)
  


      
  	predict() (acton.kde_predictor.KDEClassifier method)
  


      	
        
  	(acton.predictors.Committee method)
  


        
  	(acton.predictors.GPClassifier method)
  


        
  	(acton.predictors.Predictor method)
  


        
  	(in module acton.acton)
  


      


  

  	
      
  	predict_proba() (acton.kde_predictor.KDEClassifier method)
  


      
  	predicted_ids (acton.proto.wrappers.Predictions attribute)
  


      
  	prediction_type (acton.predictors.Predictor attribute), [1]
  


      
  	predictions (acton.proto.wrappers.Predictions attribute)
  


      
  	Predictions (class in acton.proto.wrappers)
  


      
  	Predictor (class in acton.predictors)
  


      
  	product() (in module acton.database)
  


      
  	proto (acton.proto.wrappers.LabelPool attribute)
  


      	
        
  	(acton.proto.wrappers.Predictions attribute)
  


        
  	(acton.proto.wrappers.Recommendations attribute)
  


      


  





Q


  	
      
  	QBCRecommender (class in acton.recommenders)
  


      
  	query() (acton.labellers.ASCIITableLabeller method)
  


      	
        
  	(acton.labellers.DatabaseLabeller method)
  


        
  	(acton.labellers.Labeller method)
  


      


  





R


  	
      
  	RandomRecommender (class in acton.recommenders)
  


      
  	read_binary() (in module acton.cli)
  


      
  	read_bytes_from_buffer() (in module acton.cli)
  


      
  	read_features() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


      
  	read_labels() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


  

  	
      
  	read_metadata() (in module acton.proto.io)
  


      
  	read_proto() (in module acton.proto.io)
  


      
  	read_protos() (in module acton.proto.io)
  


      
  	recommend() (acton.recommenders.EntropyRecommender method)
  


      	
        
  	(acton.recommenders.MarginRecommender method)
  


        
  	(acton.recommenders.QBCRecommender method)
  


        
  	(acton.recommenders.RandomRecommender method)
  


        
  	(acton.recommenders.Recommender method)
  


        
  	(acton.recommenders.UncertaintyRecommender method)
  


        
  	(in module acton.acton)
  


      


      
  	recommendations (acton.proto.wrappers.Recommendations attribute)
  


      
  	Recommendations (class in acton.proto.wrappers)
  


      
  	Recommender (class in acton.recommenders)
  


      
  	reference_predict() (acton.predictors.Committee method)
  


      	
        
  	(acton.predictors.GPClassifier method)
  


        
  	(acton.predictors.Predictor method)
  


      


  





S


  	
      
  	serialise_encoder() (in module acton.database)
  


  

  	
      
  	simulate_active_learning() (in module acton.acton)
  


      
  	subset_size (acton.predictors.Committee attribute)
  


  





T


  	
      
  	to_proto() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


  

  	
      
  	try_pandas() (in module acton.acton)
  


  





U


  	
      
  	UncertaintyRecommender (class in acton.recommenders)
  


  





V


  	
      
  	validate_db() (in module acton.proto.wrappers)
  


  

  	
      
  	validate_predictor() (in module acton.acton)
  


      
  	validate_recommender() (in module acton.acton)
  


  





W


  	
      
  	write_binary() (in module acton.cli)
  


      
  	write_features() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


  

  	
      
  	write_labels() (acton.database.ASCIIReader method)
  


      	
        
  	(acton.database.Database method)
  


        
  	(acton.database.FITSReader method)
  


        
  	(acton.database.HDF5Reader method)
  


        
  	(acton.database.ManagedHDF5Database method)
  


        
  	(acton.database.PandasReader method)
  


      


      
  	write_proto() (in module acton.proto.io)
  


      
  	write_protos() (in module acton.proto.io)
  


  







          

      

      

    


    
        © Copyright 2017, Matthew Alger & Cheng Soon Ong.
      Created using Sphinx 1.4.8.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	Acton 0.3.3 documentation »
 
      

    


    
      
          
            
  
Notes on Active Learning, Bandits, Choice and Design of Experiments (ABCDE)

There are four ideas which are often used for eliciting human
responses using machine learning predictors. At a high level they are
similar is spirit, but they have different foundations which lead to
different formulations. The ideas are active learning, bandits and
experimental design. Related to this but with literature from a different
field is social choice theory, which looks at how individual preferences are aggregated.


Overview of ABCDE


Active Learning

Active learning considers the setting where the agent interacts with
its environment to procure a training set, rather than passively
receiving i.i.d. samples from some underlying distribution.

It is often assumed that the environment is infinite (e.g. $R^d$) and
the agent has to choose a location, $x$, to query. The oracle then returns
the label $y$. It is often assumed that there is no noise in the label,
and hence there is no benefit of querying the same point $x$ again. In
many practical applications, the environment is considered to be
finite (but large). This is called the pool-based active learning.

The active learning algorithm is often compared to the passive
learning algorithm.




Bandits

A bandit problem is a sequential allocation problem defined by a set
of actions. The agent chooses an action at each time step, and the
environment returns a reward. The aim of the agent is to maximise reward.

In basic settings, the set of actions is considered to be
finite. There are three fundamental formalisations of the bandit
problem, depending on the assumed nature of the reward process:
stochastic, adversarial and Markovian. In all three settings the
reward is uncertain, and hence the agent may have to play a particular
action repeatedly.

The agent is compared to a static agent which has played the best
action. This difference in reward is called regret.




Experimental Design

In contrast to active learning, experimental design considers the problem of regression,
i.e. where the label $yin R$ is a real number.

The problem to be solved in experimental design is to choose a set of
trials (say of size N) to gather enough information about the object
of interest. The goal is to maximise the information obtained about
the parameters of the model (of the object).

It is often assumed that the observations at the N trials are
independent. When N is finite this is called exact design, otherwise
it is called approximate or continuous design. The environment is
assumed to be infinite (e.g. $R^d$) and the observations are scalar real variables.








Unsorted notes


	Thompson sampling

	Upper Confidence Bound



In the special case when the rewards of the arms are {0,1}, we can get much tighter analysis. See [pymaBandits](http://mloss.org/software/view/415/). This is also implemented in this repository under `python/digbeta`.

Spectral Bandits for Smooth Graph Functions
Michal Valko, Remi Munos, Branislav Kveton, Tomas Kocak
ICML 2014

Study bandit problem where the arms are the nodes of a graph and the expected payoff of pulling an arm is a smooth function on this graph.

Assume that the graph is known, and its edges represent the similarities of the nodes. At time $t$, choose a node and observe its payoff. Based on the payoff, update model.

Assume that number of nodes $N$ is large, and interested in the regime $t < N$.
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  Source code for acton.acton

"""Main processing script for Acton."""

import logging
import time
from typing import Iterable, List, TypeVar

import acton.database
import acton.labellers
import acton.predictors
import acton.proto.io
import acton.proto.wrappers
import acton.recommenders
import numpy
import pandas
import sklearn.linear_model
import sklearn.metrics
import sklearn.model_selection
import sklearn.preprocessing

T = TypeVar('T')


[docs]def draw(n: int, lst: List[T], replace: bool=True) -> List[T]:
    """Draws n random elements from a list.

    Parameters
    ---------
    n
        Number of elements to draw.
    lst
        List of elements to draw from.
    replace
        Draw with replacement.

    Returns
    -------
    List[T]
        n random elements.
    """
    # While we use replace=False generally in this codebase, the NumPy default
    # is True - so we should use that here.
    return list(numpy.random.choice(lst, size=n, replace=replace))



[docs]def validate_predictor(predictor: str):
    """Raises an exception if the predictor is not valid.

    Parameters
    ----------
    predictor
        Name of predictor.

    Raises
    ------
    ValueError
    """
    if predictor not in acton.predictors.PREDICTORS:
        raise ValueError('Unknown predictor: {}. predictors are one of '
                         '{}.'.format(predictor,
                                      acton.predictors.PREDICTORS.keys()))



[docs]def validate_recommender(recommender: str):
    """Raises an exception if the recommender is not valid.

    Parameters
    ----------
    recommender
        Name of recommender.

    Raises
    ------
    ValueError
    """
    if recommender not in acton.recommenders.RECOMMENDERS:
        raise ValueError('Unknown recommender: {}. Recommenders are one of '
                         '{}.'.format(recommender,
                                      acton.recommenders.RECOMMENDERS.keys()))



[docs]def simulate_active_learning(
        ids: Iterable[int],
        db: acton.database.Database,
        db_kwargs: dict,
        output_path: str,
        n_initial_labels: int=10,
        n_epochs: int=10,
        test_size: int=0.2,
        recommender: str='RandomRecommender',
        predictor: str='LogisticRegression',
        n_recommendations: int=1):
    """Simulates an active learning task.

    Parameters
    ---------
    ids
        IDs of instances in the unlabelled pool.
    db
        Database with features and labels.
    db_kwargs
        Keyword arguments for the database constructor.
    output_path
        Path to output intermediate predictions to. Will be overwritten.
    n_initial_labels
        Number of initial labels to draw.
    n_epochs
        Number of epochs.
    test_size
        Percentage size of testing set.
    recommender
        Name of recommender to make recommendations.
    predictor
        Name of predictor to make predictions.
    n_recommendations
        Number of recommendations to make at once.
    """
    validate_recommender(recommender)
    validate_predictor(predictor)

    # Seed RNG.
    numpy.random.seed(0)

    # Bytestring describing this run.
    metadata = '{} | {}'.format(recommender, predictor).encode('ascii')

    # Split into training and testing sets.
    logging.debug('Found {} instances.'.format(len(ids)))
    logging.debug('Splitting into training/testing sets.')
    train_ids, test_ids = sklearn.model_selection.train_test_split(
        ids, test_size=test_size)
    test_ids.sort()

    # Set up predictor, labeller, and recommender.
    # TODO(MatthewJA): Handle multiple labellers better than just averaging.
    predictor_name = predictor  # For saving.
    predictor = acton.predictors.PREDICTORS[predictor](db=db, n_jobs=-1)

    labeller = acton.labellers.DatabaseLabeller(db)
    recommender = acton.recommenders.RECOMMENDERS[recommender](db=db)

    # Draw some initial labels.
    logging.debug('Drawing initial labels.')
    recommendations = draw(n_initial_labels, train_ids, replace=False)
    logging.debug('Recommending: {}'.format(recommendations))

    # This will store all IDs of things we have already labelled.
    labelled_ids = []
    # This will store all the corresponding labels.
    labels = numpy.zeros((0, 1))

    # Simulation loop.
    logging.debug('Writing protobufs to {}.'.format(output_path))
    writer = acton.proto.io.write_protos(output_path, metadata=metadata)
    next(writer)  # Prime the coroutine.
    for epoch in range(n_epochs):
        logging.info('Epoch {}/{}'.format(epoch + 1, n_epochs))
        # Label the recommendations.
        logging.debug('Labelling recommendations.')
        new_labels = numpy.array([
            labeller.query(id_) for id_ in recommendations]).reshape((-1, 1))

        labelled_ids.extend(recommendations)
        logging.debug('Sorting label IDs.')
        labelled_ids.sort()
        labels = numpy.concatenate([labels, new_labels], axis=0)

        # Here, we would write the labels to the database, but they're already
        # there since we're just reading them from there anyway.
        pass

        # Pass the labels to the predictor.
        logging.debug('Fitting predictor.')
        then = time.time()
        predictor.fit(labelled_ids)
        logging.debug('(Took {:.02} s.)'.format(time.time() - then))

        # Evaluate the predictor.
        logging.debug(
            'Making predictions (reference, n = {}).'.format(len(test_ids)))
        then = time.time()
        test_pred, _test_var = predictor.reference_predict(test_ids)
        logging.debug('(Took {:.02} s.)'.format(time.time() - then))

        logging.debug(test_pred)

        # Construct a protobuf for outputting predictions.
        proto = acton.proto.wrappers.Predictions.make(
            test_ids,
            labelled_ids,
            test_pred.transpose([1, 0, 2]),  # T x N x C -> N x T x C
            predictor=predictor_name,
            db=db)
        # Then write them to a file.
        logging.debug('Writing predictions.')
        writer.send(proto.proto)

        # Pass the predictions to the recommender.
        unlabelled_ids = list(set(ids) - set(labelled_ids))
        if not unlabelled_ids:
            logging.info('Labelled all instances.')
            break

        unlabelled_ids.sort()

        logging.debug(
            'Making predictions (unlabelled, n = {}).'.format(
                len(unlabelled_ids)))
        then = time.time()
        predictions, _variances = predictor.predict(unlabelled_ids)
        logging.debug('(Took {:.02} s.)'.format(time.time() - then))
        logging.debug('Making recommendations.')
        recommendations = recommender.recommend(
            unlabelled_ids, predictions, n=n_recommendations)
        logging.debug('Recommending: {}'.format(recommendations))

    return 0



[docs]def try_pandas(data_path: str) -> bool:
    """Guesses if a file is a pandas file.

    Parameters
    ----------
    data_path
        Path to file.

    Returns
    -------
    bool
        True if the file is pandas.
    """
    try:
        pandas.read_hdf(data_path)
    except ValueError:
        return False

    return True



[docs]def get_DB(
        data_path: str,
        pandas_key: str=None) -> (acton.database.Database, dict):
    """Gets a Database that will handle the given data table.

    Parameters
    ----------
    data_path
        Path to file.
    pandas_key
        Key for pandas HDF5. Specify iff using pandas.

    Returns
    -------
    Database
        Database that will handle the given data table.
    dict
        Keyword arguments for the Database constructor.
    """
    db_kwargs = {}

    is_fits = data_path.endswith('.fits')
    is_ascii = not data_path.endswith('.h5')
    if is_fits:
        logging.debug('Reading {} as FITS.'.format(data_path))
        DB = acton.database.FITSReader
    elif is_ascii:
        logging.debug('Reading {} as ASCII.'.format(data_path))
        DB = acton.database.ASCIIReader
    else:
        # Assume HDF5.
        is_pandas = bool(pandas_key)
        if is_pandas:
            logging.debug('Reading {} as pandas.'.format(data_path))
            DB = acton.database.PandasReader
            db_kwargs['key'] = pandas_key
        else:
            logging.debug('Reading {} as HDF5.'.format(data_path))
            DB = acton.database.HDF5Reader

    return DB, db_kwargs



[docs]def main(data_path: str, feature_cols: List[str], label_col: str,
         output_path: str, n_epochs: int=10, initial_count: int=10,
         recommender: str='RandomRecommender',
         predictor: str='LogisticRegression', pandas_key: str='',
         n_recommendations: int=1):
    """Simulate an active learning experiment.

    Parameters
    ---------
    data_path
        Path to data file.
    feature_cols
        List of column names of the features. If empty, all non-label and non-ID
        columns will be used.
    label_col
        Column name of the labels.
    output_path
        Path to output file. Will be overwritten.
    n_epochs
        Number of epochs to run.
    initial_count
        Number of random instances to label initially.
    recommender
        Name of recommender to make recommendations.
    predictor
        Name of predictor to make predictions.
    pandas_key
        Key for pandas HDF5. Specify iff using pandas.
    n_recommendations
        Number of recommendations to make at once.
    """
    DB, db_kwargs = get_DB(data_path, pandas_key=pandas_key)

    db_kwargs['feature_cols'] = feature_cols
    db_kwargs['label_col'] = label_col

    with DB(data_path, **db_kwargs) as reader:
        return simulate_active_learning(reader.get_known_instance_ids(), reader,
                                        db_kwargs, output_path,
                                        n_epochs=n_epochs,
                                        n_initial_labels=initial_count,
                                        recommender=recommender,
                                        predictor=predictor,
                                        n_recommendations=n_recommendations)



[docs]def predict(
        labels: acton.proto.wrappers.LabelPool,
        predictor: str) -> acton.proto.wrappers.Predictions:
    """Train a predictor and predict labels.

    Parameters
    ---------
    labels
        IDs of labelled instances.
    predictor
        Name of predictor to make predictions.
    """
    validate_predictor(predictor)

    with labels.DB() as db:
        ids = db.get_known_instance_ids()
        train_ids = labels.ids

        predictor_name = predictor
        predictor = acton.predictors.PREDICTORS[predictor](db=db, n_jobs=-1)

        logging.debug('Training predictor with IDs: {}'.format(train_ids))
        predictor.fit(train_ids)

        predictions, _variances = predictor.reference_predict(ids)

        # Construct a protobuf for outputting predictions.
        proto = acton.proto.wrappers.Predictions.make(
            ids,
            train_ids,
            predictions.transpose([1, 0, 2]),  # T x N x C -> N x T x C
            predictor=predictor_name,
            db=db)
        return proto



[docs]def recommend(
        predictions: acton.proto.wrappers.Predictions,
        recommender: str='RandomRecommender',
        n_recommendations: int=1) -> acton.proto.wrappers.Recommendations:
    """Recommends instances to label based on predictions.

    Parameters
    ---------
    recommender
        Name of recommender to make recommendations.
    n_recommendations
        Number of recommendations to make at once. Default 1.

    Returns
    -------
    acton.proto.wrappers.Recommendations
    """
    validate_recommender(recommender)

    # Make a list of IDs that do not have labels and the indices of the
    # corresponding predictions.
    ids = []
    indices = []
    has_labels = set(predictions.labelled_ids)
    for pred_index, id_ in enumerate(predictions.predicted_ids):
        if id_ not in has_labels:
            ids.append(id_)
            indices.append(pred_index)
    # Array of predictions for unlabelled instances.
    predictions_array = predictions.predictions[:, indices]

    with predictions.DB() as db:
        recommender_name = recommender
        recommender = acton.recommenders.RECOMMENDERS[recommender](db=db)
        recommendations = recommender.recommend(
            ids, predictions_array, n=n_recommendations)

        logging.debug('Recommending: {}'.format(list(recommendations)))

        # Construct a protobuf for outputting recommendations.
        proto = acton.proto.wrappers.Recommendations.make(
            [int(r) for r in recommendations],
            predictions.labelled_ids,
            recommender=recommender_name,
            db=db)
        return proto



[docs]def label(recommendations: acton.proto.wrappers.Recommendations
          ) -> acton.proto.wrappers.LabelPool:
    """Simulates a labelling task.

    Parameters
    ---------
    data_path
        Path to data file.
    feature_cols
        List of column names of features. If empty, all columns will be used.
    label_col
        Column name of the labels.
    pandas_key
        Key for pandas HDF5. Specify iff using pandas.

    Returns
    -------
    acton.proto.wrappers.LabelPool
    """
    # We'd store the labels here, except that we just read them from the DB.
    # Instead, we'll record that we've labelled them.
    # # labeller = acton.labellers.DatabaseLabeller(db)
    # # labels = [labeller.query(id_) for id_ in ids]

    # TODO(MatthewJA): Consider optimising this (doesn't really need a sort).
    ids_to_label = recommendations.recommendations
    labelled_ids = recommendations.labelled_ids
    logging.debug('Recommended IDs: {}'.format(ids_to_label))
    logging.debug('Already labelled IDs: {}'.format(labelled_ids))
    ids = sorted(set(ids_to_label) | set(labelled_ids))
    logging.debug('Now labelled IDs: {}'.format(ids))

    # Return a protobuf.
    with recommendations.DB() as db:
        proto = acton.proto.wrappers.LabelPool.make(ids=ids, db=db)
    return proto
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"""Script to plot a dump of predictions."""

import itertools
import sys
from typing import Iterable
from typing.io import BinaryIO

import acton.proto.io
from acton.proto.acton_pb2 import Predictions
import acton.proto.wrappers
import click
import matplotlib.pyplot as plt
import sklearn.metrics


[docs]def plot(predictions: Iterable[BinaryIO]):
    """Plots predictions from a file.

    Parameters
    ----------
    predictions
        Files containing predictions.
    """
    if len(predictions) < 1:
        raise ValueError('Must have at least 1 set of predictions.')

    metadata = []
    predictions, predictions_ = itertools.tee(predictions)
    for proto_file in predictions_:
        metadata.append(acton.proto.io.read_metadata(proto_file))
        proto_file.seek(0)

    for meta, proto_file in zip(metadata, predictions):
        # Read in the first protobuf to get the database file.
        protobuf = next(acton.proto.io.read_protos(proto_file, Predictions))
        protobuf = acton.proto.wrappers.Predictions(protobuf)
        with protobuf.DB() as db:
            accuracies = []
            for protobuf in acton.proto.io.read_protos(
                    proto_file, Predictions):
                protobuf = acton.proto.wrappers.Predictions(protobuf)
                ids = protobuf.predicted_ids
                predictions_ = protobuf.predictions
                assert predictions_.shape[0] == 1
                predictions_ = predictions_[0]
                labels = db.read_labels([0], ids).ravel()
                predicted_labels = predictions_.argmax(axis=1).ravel()
                predicted_labels = [str(p).encode('ascii')      # quick and
                                    for p in predicted_labels]  # dirty hack
                print(labels, predicted_labels)
                accuracies.append(sklearn.metrics.accuracy_score(
                    labels, predicted_labels))

            plt.plot(accuracies, label=meta.decode('ascii', errors='replace'))

    plt.xlabel('Number of additional labels')
    plt.ylabel('Accuracy score')
    plt.legend()
    plt.show()



@click.command()
@click.argument('predictions',
                type=click.File('rb'),
                nargs=-1,
                required=True)
def _plot(predictions: Iterable[BinaryIO]):
    """Plots predictions from a file.

    Parameters
    ----------
    predictions
        Files containing predictions.
    """
    return plot(predictions)


if __name__ == '__main__':
    sys.exit(_plot())
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"""Predictor classes."""

from abc import ABC, abstractmethod
import logging
from typing import Iterable, Sequence

import acton.database
import acton.kde_predictor
import GPy as gpy
import numpy
import sklearn.base
import sklearn.linear_model
import sklearn.model_selection
import sklearn.preprocessing


[docs]class Predictor(ABC):
    """Base class for predictors.

    Attributes
    ----------
    prediction_type : str
        What kind of predictions this class generates, e.g. classification.s
    """
    prediction_type = 'classification'

    @abstractmethod
[docs]    def fit(self, ids: Iterable[int]):
        """Fits the predictor to labelled data.

        Parameters
        ----------
        ids
            List of IDs of instances to train from.
        """


    @abstractmethod
[docs]    def predict(self, ids: Sequence[int]) -> (numpy.ndarray, numpy.ndarray):
        """Predicts labels of instances.

        Notes
        -----
            Unlike in scikit-learn, predictions are always real-valued.
            Predicted labels for a classification problem are represented by
            predicted probabilities of each class.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x T x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """


    @abstractmethod
[docs]    def reference_predict(
            self, ids: Sequence[int]) -> (numpy.ndarray, numpy.ndarray):
        """Predicts labels using the best possible method.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x 1 x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """




class _InstancePredictor(Predictor):
    """Wrapper for a scikit-learn instance.

    Attributes
    ----------
    _db : acton.database.Database
        Database storing features and labels.
    _instance : sklearn.base.BaseEstimator
        scikit-learn predictor instance.
    """

    def __init__(self, instance: sklearn.base.BaseEstimator,
                 db: acton.database.Database):
        """
        Arguments
        ---------
        instance
            scikit-learn predictor instance.
        db
            Database storing features and labels.
        """
        self._db = db
        self._instance = instance

    def fit(self, ids: Iterable[int]):
        """Fits the predictor to labelled data.

        Parameters
        ----------
        ids
            List of IDs of instances to train from.
        """
        features = self._db.read_features(ids)
        labels = self._db.read_labels([0], ids)
        self._instance.fit(features, labels.ravel())

    def predict(self, ids: Sequence[int]) -> (numpy.ndarray, None):
        """Predicts labels of instances.

        Notes
        -----
            Unlike in scikit-learn, predictions are always real-valued.
            Predicted labels for a classification problem are represented by
            predicted probabilities of each class.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x 1 x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """
        features = self._db.read_features(ids)
        try:
            probs = self._instance.predict_proba(features)
            return probs.reshape((probs.shape[0], 1, probs.shape[1])), None
        except AttributeError:
            probs = self._instance.predict(features)
            if len(probs.shape) == 1:
                return probs.reshape((probs.shape[0], 1, 1)), None
            else:
                raise NotImplementedError()

    def reference_predict(self, ids: Sequence[int]) -> (numpy.ndarray, None):
        """Predicts labels using the best possible method.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x 1 x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """
        return self.predict(ids)


[docs]def from_instance(predictor: sklearn.base.BaseEstimator,
                  db: acton.database.Database, regression: bool=False
                  ) -> Predictor:
    """Converts a scikit-learn predictor instance into a Predictor instance.

    Arguments
    ---------
    predictor
        scikit-learn predictor.
    db
        Database storing features and labels.
    regression
        Whether this predictor does regression (as opposed to classification).

    Returns
    -------
    Predictor
        Predictor instance wrapping the scikit-learn predictor.
    """
    ip = _InstancePredictor(predictor, db)
    if regression:
        ip.prediction_type = 'regression'
    return ip



[docs]def from_class(Predictor: type, regression: bool=False) -> type:
    """Converts a scikit-learn predictor class into a Predictor class.

    Arguments
    ---------
    Predictor
        scikit-learn predictor class.
    regression
        Whether this predictor does regression (as opposed to classification).

    Returns
    -------
    type
        Predictor class wrapping the scikit-learn class.
    """
    class Predictor_(_InstancePredictor):

        def __init__(self, db, **kwargs):
            super().__init__(instance=None, db=db)
            self._instance = Predictor(**kwargs)

    if regression:
        Predictor_.prediction_type = 'regression'

    return Predictor_



[docs]class Committee(Predictor):
    """A predictor using a committee of other predictors.

    Attributes
    ----------
    n_classifiers : int
        Number of logistic regression classifiers in the committee.
    subset_size : float
        Percentage of known labels to take subsets of to train the
        classifier. Lower numbers increase variety.
    _db : acton.database.Database
        Database storing features and labels.
    _committee : List[sklearn.linear_model.LogisticRegression]
        Underlying committee of logistic regression classifiers.
    _reference_predictor : Predictor
        Reference predictor trained on all known labels.
    """

    def __init__(self, Predictor: type, db: acton.database.Database,
                 n_classifiers: int=10, subset_size: float=0.6,
                 **kwargs: dict):
        """
        Parameters
        ----------
        Predictor
            Predictor to use in the committee.
        db
            Database storing features and labels.
        n_classifiers
            Number of logistic regression classifiers in the committee.
        subset_size
            Percentage of known labels to take subsets of to train the
            classifier. Lower numbers increase variety.
        kwargs
            Keyword arguments passed to the underlying Predictor.
        """
        self.n_classifiers = n_classifiers
        self.subset_size = subset_size
        self._db = db
        self._committee = [Predictor(db=db, **kwargs)
                           for _ in range(n_classifiers)]
        self._reference_predictor = Predictor(db=db, **kwargs)

[docs]    def fit(self, ids: Iterable[int]):
        """Fits the predictor to labelled data.

        Parameters
        ----------
        ids
            List of IDs of instances to train from.
        """
        # Get labels so we can stratify a split.
        labels = self._db.read_labels([0], ids)
        for classifier in self._committee:
            # Take a subsets to introduce variety.
            try:
                subset, _ = sklearn.model_selection.train_test_split(
                    ids, train_size=self.subset_size, stratify=labels)
            except ValueError:
                # Too few labels.
                subset = ids
            classifier.fit(subset)
        self._reference_predictor.fit(ids)


[docs]    def predict(self, ids: Sequence[int]) -> (numpy.ndarray, numpy.ndarray):
        """Predicts labels of instances.

        Notes
        -----
            Unlike in scikit-learn, predictions are always real-valued.
            Predicted labels for a classification problem are represented by
            predicted probabilities of each class.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x T x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """
        predictions = numpy.concatenate(
            [classifier.predict(ids)[0]
             for classifier in self._committee],
            axis=1)
        assert predictions.shape[:2] == (len(ids), len(self._committee))
        stdevs = predictions.std(axis=1).mean(axis=1)
        return predictions, stdevs


[docs]    def reference_predict(
            self, ids: Sequence[int]) -> (numpy.ndarray, numpy.ndarray):
        """Predicts labels using the best possible method.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x 1 x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """
        _, stdevs = self.predict(ids)
        return self._reference_predictor.predict(ids)[0], stdevs




[docs]def AveragePredictions(predictor: Predictor) -> Predictor:
    """Wrapper for a predictor that averages predicted probabilities.

    Notes
    -----
    This effectively reduces the number of predictors to 1.

    Arguments
    ---------
    predictor
        Predictor to wrap.

    Returns
    -------
    Predictor
        Predictor with averaged predictions.
    """
    predictor.predict_ = predictor.predict

    def predict(features: numpy.ndarray) -> (numpy.ndarray, numpy.ndarray):
        predictions, stdevs = predictor.predict_(features)
        predictions = predictions.mean(axis=1)
        return predictions.reshape(
            (predictions.shape[0], 1, predictions.shape[1])), stdevs

    predictor.predict = predict

    return predictor



[docs]class GPClassifier(Predictor):
    """Classifier using Gaussian processes.

    Attributes
    ----------
    max_iters : int
        Maximum optimisation iterations.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers.
    model_ : gpy.models.GPClassification
        GP model.
    _db : acton.database.Database
        Database storing features and labels.
    """
    def __init__(self, db: acton.database.Database, max_iters: int=50000,
                 n_jobs: int=1):
        """
        Parameters
        ----------
        db
            Database.
        max_iters
            Maximum optimisation iterations.
        n_jobs
            Does nothing; here for compatibility with sklearn.
        """
        self._db = db
        self.max_iters = max_iters

[docs]    def fit(self, ids: Iterable[int]):
        """Fits the predictor to labelled data.

        Parameters
        ----------
        ids
            List of IDs of instances to train from.
        """
        features = self._db.read_features(ids)
        labels = self._db.read_labels([0], ids).ravel()
        self.label_encoder_ = sklearn.preprocessing.LabelEncoder()
        labels = self.label_encoder_.fit_transform(labels).reshape((-1, 1))
        if len(self.label_encoder_.classes_) > 2:
            raise ValueError(
                'GPClassifier only supports binary classification.')
        self.model_ = gpy.models.GPClassification(features, labels)
        self.model_.optimize('bfgs', max_iters=self.max_iters)


[docs]    def predict(self, ids: Sequence[int]) -> (numpy.ndarray, numpy.ndarray):
        """Predicts labels of instances.

        Notes
        -----
            Unlike in scikit-learn, predictions are always real-valued.
            Predicted labels for a classification problem are represented by
            predicted probabilities of each class.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x 1 x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """
        features = self._db.read_features(ids)
        p_predictions, variances = self.model_.predict(features)
        n_predictions = 1 - p_predictions
        predictions = numpy.concatenate([n_predictions, p_predictions], axis=1)

        logging.debug('Variance: {}'.format(variances))
        if isinstance(variances, float) and numpy.isnan(variances):
            variances = None
        else:
            variances = variances.ravel()
            assert variances.shape == (len(ids),)
        assert predictions.shape[1] == 2
        return predictions.reshape((-1, 1, 2)), variances


[docs]    def reference_predict(
            self, ids: Sequence[int]) -> (numpy.ndarray, numpy.ndarray):
        """Predicts labels using the best possible method.

        Parameters
        ----------
        ids
            List of IDs of instances to predict labels for.

        Returns
        -------
        numpy.ndarray
            An N x 1 x C array of corresponding predictions.
        numpy.ndarray
            A N array of confidences (or None if not applicable).
        """
        return self.predict(ids)




# Helper functions to generate predictor classes.


def _logistic_regression() -> type:
    return from_class(sklearn.linear_model.LogisticRegression)


def _linear_regression() -> type:
    return from_class(sklearn.linear_model.LinearRegression, regression=True)


def _logistic_regression_committee() -> type:
    def make_committee(db, *args, **kwargs):
        return Committee(_logistic_regression(), db, *args, **kwargs)

    return make_committee


def _kde() -> type:
    return from_class(acton.kde_predictor.KDEClassifier)


PREDICTORS = {
    'LogisticRegression': _logistic_regression(),
    'LogisticRegressionCommittee': _logistic_regression_committee(),
    'LinearRegression': _linear_regression(),
    'KDE': _kde(),
    'GPC': GPClassifier,
}
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  Source code for acton.labellers

"""Labeller classes."""

from abc import ABC, abstractmethod

import acton.database
import astropy.io.ascii
import numpy


[docs]class Labeller(ABC):
    """Base class for labellers.

    Attributes
    ----------
    """

    @abstractmethod
[docs]    def query(self, id_: int) -> numpy.ndarray:
        """Queries the labeller.

        Parameters
        ----------
        id_
            ID of instance to label.

        Returns
        -------
        numpy.ndarray
            T x F label array.
        """




[docs]class ASCIITableLabeller(Labeller):
    """Labeller that obtains labels from an ASCII table.

    Attributes
    ----------
    path : str
        Path to table.
    id_col : str
        Name of the column where IDs are stored.
    label_col : str
        Name of the column where binary labels are stored.
    _table : astropy.table.Table
        Table object.
    """

    def __init__(self, path: str, id_col: str, label_col: str):
        """
        path
            Path to table.
        id_col
            Name of the column where IDs are stored.
        label_col
            Name of the column where binary labels are stored.
        """
        self.path = path
        self.id_col = id_col
        self.label_col = label_col
        self._table = astropy.io.ascii.read(self.path)
        self._id_to_name = {}
        for id_, row in enumerate(self._table):
            name = row[self.id_col]
            self._id_to_name[id_] = name

[docs]    def query(self, id_: int) -> numpy.ndarray:
        """Queries the labeller.

        Parameters
        ----------
        id_
            ID of instance to label.

        Returns
        -------
        numpy.ndarray
            1 x 1 label array.
        """
        for row in self._table:
            if row[self.id_col] == self._id_to_name[id_]:
                return row[self.label_col].reshape((1, 1))
        raise KeyError('Unknown id: {}'.format(id_))




[docs]class DatabaseLabeller(Labeller):
    """Labeller that obtains labels from a Database.

    Attributes
    ----------
    _db : acton.database.Database
        Database with labels.
    """

    def __init__(self, db: acton.database.Database):
        """
        db
            Database with labels to read from.
        """
        self._db = db

[docs]    def query(self, id_: int) -> numpy.ndarray:
        """Queries the labeller.

        Parameters
        ----------
        id_
            ID of instance to label.

        Returns
        -------
        numpy.ndarray
            1 x 1 label array.
        """
        return self._db.read_labels([0], [id_]).reshape((1, 1))




# For safe string-based access to labeller classes.
LABELLERS = {
    'ASCIITableLabeller': ASCIITableLabeller,
    'DatabaseLabeller': DatabaseLabeller,
}
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  Source code for acton.database

"""Wrapper class for databases."""

from abc import ABC, abstractmethod
from inspect import Traceback
import json
import logging
import os.path
import tempfile
from typing import Iterable, List, Sequence
import warnings

from acton.proto.acton_pb2 import Database as DatabasePB
import astropy.io.ascii as io_ascii
import astropy.io.fits as io_fits
import astropy.table
import h5py
import numpy
import pandas
import sklearn.preprocessing


LabelEncoderPB = DatabasePB.LabelEncoder


[docs]def product(seq: Iterable[int]):
    """Finds the product of a list of ints.

    Arguments
    ---------
    seq
        List of ints.

    Returns
    -------
    int
        Product.
    """
    prod = 1
    for i in seq:
        prod *= i
    return prod



[docs]def serialise_encoder(
        encoder: sklearn.preprocessing.LabelEncoder) -> LabelEncoderPB:
    """Serialises a LabelEncoder as a protobuf.

    Parameters
    ----------
    encoder
        LabelEncoder.

    Returns
    -------
    LabelEncoderPB
        Protobuf representing the LabelEncoder.
    """
    proto = LabelEncoderPB()
    if not hasattr(encoder, 'classes_'):
        return proto

    for i, class_label in enumerate(encoder.classes_):
        encoding = proto.encoding.add()
        encoding.class_label = str(class_label)
        encoding.class_int = i
    return proto



[docs]class Database(ABC):
    """Base class for database wrappers."""

    @abstractmethod
    def __enter__(self):
        return self

    @abstractmethod
    def __exit__(self, exc_type: Exception, exc_val: object, exc_tb: Traceback):
        pass

    @abstractmethod
[docs]    def read_features(self, ids: Sequence[int]) -> numpy.ndarray:
        """Reads feature vectors from the database.

        Parameters
        ----------
        ids
            Iterable of IDs.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """


    @abstractmethod
[docs]    def read_labels(self,
                    labeller_ids: Sequence[int],
                    instance_ids: Sequence[int]) -> numpy.ndarray:
        """Reads label vectors from the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.

        Returns
        -------
        numpy.ndarray
            T x N x F array of label vectors.
        """


    @abstractmethod
[docs]    def write_features(self, ids: Sequence[int], features: numpy.ndarray):
        """Writes feature vectors to the database.

        Parameters
        ----------
        ids
            Iterable of IDs.
        features
            N x D array of feature vectors. The ith row corresponds to the ith
            ID in `ids`.
        """


    @abstractmethod
[docs]    def write_labels(self,
                     labeller_ids: Sequence[int],
                     instance_ids: Sequence[int],
                     labels: numpy.ndarray):
        """Writes label vectors to the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.
        labels
            T x N x D array of label vectors. The ith row corresponds to the ith
            labeller ID in `labeller_ids` and the jth column corresponds to the
            jth instance ID in `instance_ids`.
        """


    @abstractmethod
[docs]    def get_known_instance_ids(self) -> List[int]:
        """Returns a list of known instance IDs.

        Returns
        -------
        List[str]
            A list of known instance IDs.
        """


    @abstractmethod
[docs]    def get_known_labeller_ids(self) -> List[int]:
        """Returns a list of known labeller IDs.

        Returns
        -------
        List[str]
            A list of known labeller IDs.
        """


    @abstractmethod
[docs]    def to_proto(self) -> DatabasePB:
        """Serialises this database as a protobuf.

        Returns
        -------
        DatabasePB
            Protobuf representing this database.
        """




[docs]class HDF5Database(Database):
    """Database wrapping an HDF5 file as a context manager.

    Attributes
    ----------
    path : str
        Path to HDF5 file.
    _h5_file : h5py.File
        HDF5 file object.
    """

    def __init__(self, path: str):
        self.path = path

    def __enter__(self):
        self._open_hdf5()
        return self

    def __exit__(self, exc_type: Exception, exc_val: object, exc_tb: Traceback):
        self._h5_file.close()
        delattr(self, '_h5_file')

    def _assert_open(self):
        """Asserts that the HDF5 file is ready to be read to/written from.

        Raises
        ------
        AssertionError
        """
        assert hasattr(self, '_h5_file'), ('HDF5 database must be used as a '
                                           'context manager.')

    def _open_hdf5(self):
        """Opens the HDF5 file and creates it if it doesn't exist.

        Notes
        -----
        The HDF5 file will be stored in self._h5_file.
        """
        try:
            self._h5_file = h5py.File(self.path, 'r+')
        except OSError:
            with h5py.File(self.path, 'w') as h5_file:
                self._setup_hdf5(h5_file)
            self._h5_file = h5py.File(self.path, 'r+')



[docs]class ManagedHDF5Database(HDF5Database):
    """Database using an HDF5 file.

    Notes
    -----
    This database uses an internal schema. For reading files from disk, use
    another Database.

    Attributes
    ----------
    path : str
        Path to HDF5 file.
    label_dtype : str
        Data type of labels.
    feature_dtype : str
        Data type of features.
    _h5_file : h5py.File
        Opened HDF5 file.
    _sync_attrs : List[str]
        List of instance attributes to sync with the HDF5 file's attributes.
    """

    def __init__(self, path: str, label_dtype: str=None,
                 feature_dtype: str=None):
        """
        Parameters
        ----------
        path
            Path to HDF5 file.
        label_dtype
            Data type of labels. If not provided then it will be read from the
            database file; if the database file does not exist then the default
            type of 'float32' will be used.
        feature_dtype
            Data type of features. If not provided then it will be read from the
            database file; if the database file does not exist then the default
            type of 'float32' will be used.
        """
        super().__init__(path)
        self.label_dtype = label_dtype
        self._default_label_dtype = 'float32'
        self.feature_dtype = feature_dtype
        self._default_feature_dtype = 'float32'

        # List of attributes to keep in sync with the HDF5 file.
        self._sync_attrs = ['label_dtype', 'feature_dtype']

[docs]    def to_proto(self) -> DatabasePB:
        """Serialises this database as a protobuf.

        Returns
        -------
        DatabasePB
            Protobuf representing this database.
        """
        proto = DatabasePB()
        proto.path = self.path
        proto.class_name = 'ManagedHDF5Database'
        db_kwargs = {
            'label_dtype': self.label_dtype,
            'feature_dtype': self.feature_dtype}
        for key, value in db_kwargs.items():
            kwarg = proto.kwarg.add()
            kwarg.key = key
            kwarg.value = json.dumps(value)
        # No encoder for a managed DB - assume that labels are encoded already.
        # proto.label_encoder.CopyFrom(serialise_encoder(self.label_encoder))
        return proto


    def _open_hdf5(self):
        """Opens the HDF5 file and creates it if it doesn't exist.

        Notes
        -----
        The HDF5 file will be stored in self._h5_file.
        """
        super()._open_hdf5()

        # Load attrs from HDF5 file if we haven't specified them.
        for attr in self._sync_attrs:
            if getattr(self, attr) is None:
                setattr(self, attr, self._h5_file.attrs[attr])

        self._validate_hdf5()

[docs]    def write_features(self, ids: Sequence[int], features: numpy.ndarray):
        """Writes feature vectors to the database.

        Parameters
        ----------
        ids
            Iterable of IDs.
        features:
            N x D array of feature vectors. The ith row corresponds to the ith
            ID in `ids`.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """
        self._assert_open()

        # Input validation.
        if len(ids) != len(features):
            raise ValueError('Must have same number of IDs and features.')

        if self._h5_file.attrs['n_features'] == -1:
            # This is the first time we've stored features, so make a record of
            # the dimensionality.
            self._h5_file.attrs['n_features'] = features.shape[1]
        elif self._h5_file.attrs['n_features'] != features.shape[1]:
            raise ValueError(
                'Expected features to have dimensionality {}, got {}'.format(
                    self._h5_file.attrs['n_features'], features.shape[1]))

        # Early termination.
        if not ids:
            return

        # Cast the features to the right type.
        if features.dtype != self.feature_dtype:
            warnings.warn('Casting features from type {} to type {}.'.format(
                features.dtype, self.feature_dtype))
            features = features.astype(self.feature_dtype)

        # Resize the feature array if we need to store more IDs than before.
        max_id = max(ids) + 1
        if max_id > self._h5_file['features'].shape[0]:
            self._h5_file['features'].resize(
                (max_id, self._h5_file.attrs['n_features']))
        # Store the feature vectors.
        # TODO(MatthewJA): Vectorise this. This could be tricky as HDF5 doesn't
        # fully support NumPy's fancy indexing.
        for id_, feature in zip(ids, features):
            self._h5_file['features'][id_, :] = feature

        # Add the IDs to the database.
        known_ids = set(self.get_known_instance_ids())
        new_ids = [i for i in ids if i not in known_ids]
        n_new_ids = len(new_ids)
        n_old_ids = self._h5_file['instance_ids'].shape[0]
        self._h5_file['instance_ids'].resize((n_old_ids + n_new_ids,))
        self._h5_file['instance_ids'][-n_new_ids:] = numpy.array(
            new_ids, dtype=int)


[docs]    def read_features(self, ids: Sequence[int]) -> numpy.ndarray:
        """Reads feature vectors from the database.

        Parameters
        ----------
        ids
            Iterable of IDs.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """
        self._assert_open()

        if self._h5_file.attrs['n_features'] == -1 and ids:
            raise KeyError('No features stored in database.')

        # Allocate the features array.
        features = numpy.zeros((len(ids), self._h5_file.attrs['n_features']),
                               dtype=self._h5_file.attrs['feature_dtype'])
        # Loop through each ID we want to query and put the associated feature
        # into the features array.
        features = self._h5_file['features'].value[ids, :]
        features = numpy.asarray(
            features, dtype=self._h5_file.attrs['feature_dtype'])
        return features


[docs]    def write_labels(self,
                     labeller_ids: Sequence[int],
                     instance_ids: Sequence[int],
                     labels: numpy.ndarray):
        """Writes label vectors to the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.
        labels
            T x N x D array of label vectors. The ith row corresponds to the ith
            labeller ID in `labeller_ids` and the jth column corresponds to the
            jth instance ID in `instance_ids`.
        """
        self._assert_open()

        # Input validation.
        if len(labeller_ids) != labels.shape[0]:
            raise ValueError(
                'labels array has incorrect number of labellers:'
                ' expected {}, got {}.'.format(len(labeller_ids),
                                               labels.shape[0]))

        if len(instance_ids) != labels.shape[1]:
            raise ValueError(
                'labels array has incorrect number of instances:'
                ' expected {}, got {}.'.format(len(instance_ids),
                                               labels.shape[1]))

        if self._h5_file.attrs['label_dim'] == -1:
            # This is the first time we've stored labels, so make a record of
            # the dimensionality.
            self._h5_file.attrs['label_dim'] = labels.shape[2]
        elif self._h5_file.attrs['label_dim'] != labels.shape[2]:
            raise ValueError(
                'Expected labels to have dimensionality {}, got {}'.format(
                    self._h5_file.attrs['label_dim'], labels.shape[2]))

        # Early termination.
        if not labeller_ids or not instance_ids:
            return

        # Cast the labels to the right type.
        if labels.dtype != self.label_dtype:
            warnings.warn('Casting labels from type {} to type {}.'.format(
                labels.dtype, self.label_dtype))
            labels = labels.astype(self.label_dtype)

        # Resize the label array if necessary.
        max_labeller_id = max(labeller_ids) + 1
        max_instance_id = max(instance_ids) + 1
        if (max_labeller_id > self._h5_file['labels'].shape[0] or
                max_instance_id > self._h5_file['labels'].shape[1]):
            self._h5_file['labels'].resize(
                (max_labeller_id, max_instance_id,
                 self._h5_file.attrs['label_dim']))
        # Store the labels.
        # TODO(MatthewJA): Vectorise this.
        for labeller_idx, labeller_id in enumerate(labeller_ids):
            for instance_idx, instance_id in enumerate(instance_ids):
                label = labels[labeller_idx, instance_idx]
                self._h5_file['labels'][
                    labeller_id, instance_id, :] = label

        logging.debug(
            'New label array size: {}'.format(self._h5_file['labels'].shape))

        # Add the instance IDs to the database.
        known_instance_ids = set(self.get_known_instance_ids())
        new_instance_ids = [i for i in instance_ids
                            if i not in known_instance_ids]
        n_new_instance_ids = len(new_instance_ids)
        n_old_instance_ids = self._h5_file['instance_ids'].shape[0]
        if n_new_instance_ids:
            self._h5_file['instance_ids'].resize(
                (n_old_instance_ids + n_new_instance_ids,))
            self._h5_file['instance_ids'][-n_new_instance_ids:] = numpy.array(
                new_instance_ids, dtype=int)

        # Add the labeller IDs to the database.
        known_labeller_ids = set(self.get_known_labeller_ids())
        new_labeller_ids = [i for i in labeller_ids
                            if i not in known_labeller_ids]
        n_new_labeller_ids = len(new_labeller_ids)
        n_old_labeller_ids = self._h5_file['labeller_ids'].shape[0]
        if n_new_labeller_ids:
            self._h5_file['labeller_ids'].resize(
                (n_old_labeller_ids + n_new_labeller_ids,))
            self._h5_file['labeller_ids'][-n_new_labeller_ids:] = numpy.array(
                new_labeller_ids, dtype=int)


[docs]    def read_labels(self,
                    labeller_ids: Sequence[int],
                    instance_ids: Sequence[int]) -> numpy.ndarray:
        """Reads label vectors from the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.

        Returns
        -------
        numpy.ndarray
            T x N x F array of label vectors.
        """
        self._assert_open()

        if self._h5_file.attrs['label_dim'] == -1 and (
                labeller_ids or instance_ids):
            raise KeyError('No labels stored in database.')

        labels = self._h5_file['labels'].value[labeller_ids][:, instance_ids, :]
        labels = numpy.asarray(labels, dtype=self._h5_file.attrs['label_dtype'])

        return labels


[docs]    def get_known_instance_ids(self) -> List[int]:
        """Returns a list of known instance IDs.

        Returns
        -------
        List[str]
            A list of known instance IDs.
        """
        self._assert_open()
        return [id_ for id_ in self._h5_file['instance_ids']]


[docs]    def get_known_labeller_ids(self) -> List[int]:
        """Returns a list of known labeller IDs.

        Returns
        -------
        List[str]
            A list of known labeller IDs.
        """
        self._assert_open()
        return [id_ for id_ in self._h5_file['labeller_ids']]


    def _setup_hdf5(self, h5_file: h5py.File):
        """Sets up an HDF5 file to work as a database.

        Parameters
        ----------
        h5_file
            HDF5 file to set up. Must be opened in write mode.
        """
        if self.label_dtype is None:
            self.label_dtype = self._default_label_dtype
        if self.feature_dtype is None:
            self.feature_dtype = self._default_feature_dtype
        h5_file.create_dataset('features', shape=(0, 0),
                               dtype=self.feature_dtype,
                               maxshape=(None, None))
        h5_file.create_dataset('labels', shape=(0, 0, 0),
                               dtype=self.label_dtype,
                               maxshape=(None, None, None))
        h5_file.create_dataset('instance_ids', shape=(0,),
                               dtype=int, maxshape=(None,))
        h5_file.create_dataset('labeller_ids', shape=(0,),
                               dtype=int, maxshape=(None,))
        h5_file.attrs['label_dtype'] = self.label_dtype
        h5_file.attrs['feature_dtype'] = self.feature_dtype
        h5_file.attrs['n_features'] = -1
        h5_file.attrs['label_dim'] = -1

    def _validate_hdf5(self):
        """Checks that self._h5_file has the correct schema.

        Raises
        ------
        ValueError
        """
        try:
            assert 'features' in self._h5_file
            assert 'labels' in self._h5_file
            assert 'instance_ids' in self._h5_file
            assert 'labeller_ids' in self._h5_file
            assert len(self._h5_file['features'].shape) == 2
            assert len(self._h5_file['labels'].shape) == 3
            assert len(self._h5_file['instance_ids'].shape) == 1
            assert len(self._h5_file['labeller_ids'].shape) == 1
        except AssertionError:
            raise ValueError(
                'File {} is not a valid database.'.format(self.path))

        for attr in self._sync_attrs:
            assert getattr(self, attr) is not None
            if self._h5_file.attrs[attr] != getattr(self, attr):
                raise ValueError('Incompatible {}: expected {}, got {}'.format(
                    attr, getattr(self, attr), self._h5_file.attrs[attr]))



[docs]class HDF5Reader(HDF5Database):
    """Reads HDF5 databases.

    Attributes
    ----------
    feature_cols : List[str]
        List of feature datasets.
    label_col : str
        Name of label dataset.
    n_features : int
        Number of features.
    n_instances : int
        Number of instances.
    n_labels : int
        Number of labels per instance.
    path : str
        Path to HDF5 file.
    encode_labels : bool
        Whether to encode labels as integers.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers.
    _h5_file : h5py.File
        HDF5 file object.
    _is_multidimensional : bool
        Whether the features are in a multidimensional dataset.
    """

    def __init__(self, path: str, feature_cols: List[str], label_col: str,
                 encode_labels: bool=True,
                 label_encoder: sklearn.preprocessing.LabelEncoder=None):
        """
        Parameters
        ----------
        path
            Path to HDF5 file.
        feature_cols
            List of feature datasets. If only one feature dataset is specified,
            this dataset is allowed to be a multidimensional dataset and contain
            multiple features.
        label_col
            Name of label dataset.
        encode_labels
            Whether to encode labels as integers.
        label_encoder
            Encodes labels as integers. If not specified, the label column will
            be read and a label encoding generated.
        """
        super().__init__(path)

        if not feature_cols:
            raise ValueError('Must specify feature columns for HDF5.')

        self.feature_cols = feature_cols
        self.label_col = label_col
        self.encode_labels = encode_labels
        self.label_encoder = label_encoder

        if self.label_encoder and not self.encode_labels:
            raise ValueError('label_encoder specified but encode_labels is '
                             'False')

        if self.label_encoder is None:
            self.label_encoder = sklearn.preprocessing.LabelEncoder()

        with h5py.File(self.path, 'r') as data:
            is_multidimensional = any(len(data[f_col].shape) > 1 or
                                      not product(data[f_col].shape[1:]) == 1
                                      for f_col in feature_cols)
            if is_multidimensional and len(feature_cols) != 1:
                raise ValueError(
                    'Feature arrays and feature columns cannot be mixed. '
                    'To read in features from a multidimensional dataset, '
                    'only specify one feature column name.')

            self._is_multidimensional = is_multidimensional

            self.n_instances = data[label_col].shape[0]
            if len(data[label_col].shape) == 1:
                self.n_labels = 1
            else:
                assert len(data[label_col].shape) == 2
                self.n_labels = data[label_col].shape[1]

            if is_multidimensional:
                self.n_features = data[feature_cols[0]].shape[1]
            else:
                self.n_features = len(feature_cols)

[docs]    def to_proto(self) -> DatabasePB:
        """Serialises this database as a protobuf.

        Returns
        -------
        DatabasePB
            Protobuf representing this database.
        """
        proto = DatabasePB()
        proto.path = self.path
        proto.class_name = 'HDF5Reader'
        db_kwargs = {
            'feature_cols': self.feature_cols,
            'label_col': self.label_col,
            'encode_labels': self.encode_labels}
        for key, value in db_kwargs.items():
            kwarg = proto.kwarg.add()
            kwarg.key = key
            kwarg.value = json.dumps(value)
        proto.label_encoder.CopyFrom(serialise_encoder(self.label_encoder))
        return proto


[docs]    def read_features(self, ids: Sequence[int]) -> numpy.ndarray:
        """Reads feature vectors from the database.

        Parameters
        ----------
        ids
            Iterable of IDs.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """
        # TODO(MatthewJA): Optimise this.
        self._assert_open()
        # For each ID, get the corresponding features.
        if self._is_multidimensional:
            # If there are duplicates in ids, then this will crash with an
            # OSError! (and a very cryptic error message...) To get around this,
            # we'll first get all the unique IDs.
            unique_ids = []
            unique_ids_set = set()  # For lookups.
            id_to_index = {}  # For reconstructing the features.
            for id_ in ids:
                if id_ not in unique_ids_set:
                    unique_ids.append(id_)
                    unique_ids_set.add(id_)
                    id_to_index[id_] = len(unique_ids) - 1
            # Then index with just the unique IDs.
            features_ = self._h5_file[self.feature_cols[0]][unique_ids]
            # Finally, reconstruct the features array.
            features = numpy.zeros((len(ids), features_.shape[1]))
            for index, id_ in enumerate(ids):
                index_ = id_to_index[id_]
                features[index, :] = features_[index_, :]
            return features
        else:
            # Allocate output array.
            features = numpy.zeros((len(ids), len(self.feature_cols)))
            # Read each feature.
            features_h5 = self._h5_file[self.feature_cols[0]]
            for feature_idx, feature_name in enumerate(self.feature_cols):
                features[ids, feature_idx] = features_h5[feature_name][ids]
        return numpy.nan_to_num(features)


[docs]    def read_labels(self,
                    labeller_ids: Sequence[int],
                    instance_ids: Sequence[int]) -> numpy.ndarray:
        """Reads label vectors from the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.

        Returns
        -------
        numpy.ndarray
            T x N x F array of label vectors.
        """
        self._assert_open()

        if len(labeller_ids) > 1:
            raise NotImplementedError('Multiple labellers not yet supported.')

        # TODO(MatthewJA): Optimise this.
        # For each ID, get the corresponding labels.
        # If there are duplicates in ids, then this will crash with an
        # OSError! (and a very cryptic error message...) To get around this,
        # we'll first get all the unique IDs.
        unique_ids = []
        unique_ids_set = set()  # For lookups.
        id_to_index = {}  # For reconstructing the labels.
        for id_ in instance_ids:
            if id_ not in unique_ids_set:
                unique_ids.append(id_)
                unique_ids_set.add(id_)
                id_to_index[id_] = len(unique_ids) - 1
        # Then index with just the unique IDs.
        labels_ = self._h5_file[self.label_col][unique_ids].reshape(
            (1, len(unique_ids), -1))
        # Finally, reconstruct the labels array.
        labels = numpy.zeros(
            (1, len(instance_ids), labels_.shape[2]),
            dtype=labels_.dtype)
        for index, id_ in enumerate(instance_ids):
            index_ = id_to_index[id_]
            labels[0, index, :] = labels_[0, index_, :]

        if labels.shape[2] != 1:
            raise NotImplementedError('Multidimensional labels not currently '
                                      'supported.')

        # Encode labels.
        if self.encode_labels:
            labels = numpy.apply_along_axis(
                self.label_encoder.fit_transform,
                axis=1,
                arr=labels.reshape(labels.shape[:2])
                ).reshape(labels.shape)

        return labels


[docs]    def write_features(self, ids: Sequence[int], features: numpy.ndarray):
        raise PermissionError('Cannot write to read-only database.')


[docs]    def write_labels(self,
                     labeller_ids: Sequence[int],
                     instance_ids: Sequence[int],
                     labels: numpy.ndarray):
        raise PermissionError('Cannot write to read-only database.')


[docs]    def get_known_instance_ids(self) -> List[int]:
        """Returns a list of known instance IDs.

        Returns
        -------
        List[str]
            A list of known instance IDs.
        """
        self._assert_open()
        return [i for i in range(self.n_instances)]


[docs]    def get_known_labeller_ids(self) -> List[int]:
        """Returns a list of known labeller IDs.

        Returns
        -------
        List[str]
            A list of known labeller IDs.
        """
        raise NotImplementedError()




[docs]class ASCIIReader(Database):
    """Reads ASCII databases.

    Attributes
    ----------
    feature_cols : List[str]
        List of feature columns.
    label_col : str
        Name of label column.
    max_id_length : int
        Maximum length of IDs.
    n_features : int
        Number of features.
    n_instances : int
        Number of instances.
    n_labels : int
        Number of labels per instance.
    path : str
        Path to ASCII file.
    encode_labels : bool
        Whether to encode labels as integers.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers.
    _db : Database
        Underlying ManagedHDF5Database.
    _db_filepath : str
        Path of underlying HDF5 database.
    _tempdir : str
        Temporary directory where the underlying HDF5 database is stored.
    """

    def __init__(self, path: str, feature_cols: List[str], label_col: str,
                 encode_labels: bool=True,
                 label_encoder: sklearn.preprocessing.LabelEncoder=None):
        """
        Parameters
        ----------
        path
            Path to ASCII file.
        feature_cols
            List of feature columns.
        label_col
            Name of label column.
        encode_labels
            Whether to encode labels as integers.
        label_encoder
            Encodes labels as integers. If not specified, the label column will
            be read and a label encoding generated.
        """
        self.path = path
        self.feature_cols = feature_cols
        self.label_col = label_col
        self.encode_labels = encode_labels
        self.label_encoder = label_encoder

        if self.label_encoder and not self.encode_labels:
            raise ValueError('label_encoder specified but encode_labels is '
                             'False')

        if self.label_encoder is None:
            self.label_encoder = sklearn.preprocessing.LabelEncoder()

[docs]    def to_proto(self) -> DatabasePB:
        """Serialises this database as a protobuf.

        Returns
        -------
        DatabasePB
            Protobuf representing this database.
        """
        proto = DatabasePB()
        proto.path = self.path
        proto.class_name = 'ASCIIReader'
        db_kwargs = {
            'feature_cols': self.feature_cols,
            'label_col': self.label_col,
            'encode_labels': self.encode_labels}
        for key, value in db_kwargs.items():
            kwarg = proto.kwarg.add()
            kwarg.key = key
            kwarg.value = json.dumps(value)
        proto.label_encoder.CopyFrom(serialise_encoder(self.label_encoder))
        return proto


    def _db_from_ascii(self,
                       db: Database,
                       data: astropy.table.Table,
                       feature_cols: Sequence[str],
                       label_col: str,
                       ids: Sequence[int]):
        """Reads an ASCII table into a database.

        Notes
        -----
        The entire file is copied into memory.

        Arguments
        ---------
        db
            Database.
        data
            ASCII table.
        feature_cols
            List of column names of the features. If empty, all non-label and
            non-ID columns will be used.
        label_col
            Column name of the labels.
        ids
            List of instance IDs.
        """
        # Read in features.
        columns = data.keys()
        if not feature_cols:
            # If there are no features given, use all columns.
            feature_cols = [c for c in columns if c != label_col]

        # This converts the features from a table to an array.
        features = data[feature_cols].as_array()
        features = features.view(numpy.float64).reshape(features.shape + (-1,))

        # Read in labels.
        labels = numpy.array(
            data[label_col]).reshape((1, -1, 1))

        # We want to support multiple labellers in the future, but currently
        # don't. So every labeller is the same, ID = 0.
        labeller_ids = [0]

        # Encode labels.
        if self.encode_labels:
            labels = numpy.apply_along_axis(
                self.label_encoder.fit_transform,
                axis=1,
                arr=labels.reshape(labels.shape[:2])
                ).reshape(labels.shape)

        # Write to database.
        db.write_features(ids, features)
        db.write_labels(labeller_ids, ids, labels)

    def __enter__(self):
        self._tempdir = tempfile.TemporaryDirectory(prefix='acton')
        # Read the whole file into a DB.
        self._db_filepath = os.path.join(self._tempdir.name, 'db.h5')

        data = io_ascii.read(self.path)
        ids = list(range(len(data[self.label_col])))

        max_label_len = max(len(str(i)) for i in data[self.label_col])
        label_dtype = '<S{}'.format(max_label_len)

        self._db = ManagedHDF5Database(
            self._db_filepath,
            label_dtype=label_dtype,
            feature_dtype='float64')
        self._db.__enter__()
        try:
            # We want to handle the encoding ourselves.
            self._db_from_ascii(self._db, data, self.feature_cols,
                                self.label_col, ids, encode_labels=False)
        except TypeError:
            # Encoding isn't supported in the underlying database.
            self._db_from_ascii(self._db, data, self.feature_cols,
                                self.label_col, ids)
        return self

    def __exit__(self, exc_type: Exception, exc_val: object, exc_tb: Traceback):
        self._db.__exit__(exc_type, exc_val, exc_tb)
        self._tempdir.cleanup()
        delattr(self, '_db')

[docs]    def read_features(self, ids: Sequence[int]) -> numpy.ndarray:
        """Reads feature vectors from the database.

        Parameters
        ----------
        ids
            Iterable of IDs.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """
        return self._db.read_features(ids)


[docs]    def read_labels(self,
                    labeller_ids: Sequence[int],
                    instance_ids: Sequence[int]) -> numpy.ndarray:
        """Reads label vectors from the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.

        Returns
        -------
        numpy.ndarray
            T x N x F array of label vectors.
        """
        # N.B. Labels are encoded in _db_from_ascii.
        return self._db.read_labels(labeller_ids, instance_ids)


[docs]    def write_features(self, ids: Sequence[int], features: numpy.ndarray):
        raise NotImplementedError('Cannot write to read-only database.')


[docs]    def write_labels(self,
                     labeller_ids: Sequence[int],
                     instance_ids: Sequence[int],
                     labels: numpy.ndarray):
        raise NotImplementedError('Cannot write to read-only database.')


[docs]    def get_known_instance_ids(self) -> List[int]:
        """Returns a list of known instance IDs.

        Returns
        -------
        List[str]
            A list of known instance IDs.
        """
        return self._db.get_known_instance_ids()


[docs]    def get_known_labeller_ids(self) -> List[int]:
        """Returns a list of known labeller IDs.

        Returns
        -------
        List[str]
            A list of known labeller IDs.
        """
        return self._db.get_known_labeller_ids()




[docs]class PandasReader(Database):
    """Reads HDF5 databases.

    Attributes
    ----------
    feature_cols : List[str]
        List of feature datasets.
    label_col : str
        Name of label dataset.
    n_features : int
        Number of features.
    n_instances : int
        Number of instances.
    n_labels : int
        Number of labels per instance.
    path : str
        Path to HDF5 file.
    encode_labels : bool
        Whether to encode labels as integers.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers.
    _df : pandas.DataFrame
        Pandas dataframe.
    """

    def __init__(self, path: str, feature_cols: List[str], label_col: str,
                 key: str, encode_labels: bool=True,
                 label_encoder: sklearn.preprocessing.LabelEncoder=None):
        """
        Parameters
        ----------
        path
            Path to HDF5 file.
        feature_cols
            List of feature columns. If none are specified, then all non-label,
            non-ID columns will be used.
        label_col
            Name of label dataset.
        key
            Pandas key.
        encode_labels
            Whether to encode labels as integers.
        label_encoder
            Encodes labels as integers. If not specified, the label column will
            be read and a label encoding generated.
        """
        self.path = path
        self.feature_cols = feature_cols
        self.label_col = label_col
        self.key = key
        self._df = pandas.read_hdf(self.path, self.key)
        self.encode_labels = encode_labels
        self.label_encoder = label_encoder

        if self.label_encoder and not self.encode_labels:
            raise ValueError('label_encoder specified but encode_labels is '
                             'False')

        if self.label_encoder is None:
            self.label_encoder = sklearn.preprocessing.LabelEncoder()

        if not self.feature_cols:
            self.feature_cols = [k for k in self._df.keys()
                                 if k != self.label_col]

        self.n_instances = len(self._df[self.label_col])
        self.n_features = len(self.feature_cols)

[docs]    def to_proto(self) -> DatabasePB:
        """Serialises this database as a protobuf.

        Returns
        -------
        DatabasePB
            Protobuf representing this database.
        """
        proto = DatabasePB()
        proto.path = self.path
        proto.class_name = 'PandasReader'
        db_kwargs = {
            'feature_cols': self.feature_cols,
            'label_col': self.label_col,
            'key': self.key,
            'encode_labels': self.encode_labels}
        for key, value in db_kwargs.items():
            kwarg = proto.kwarg.add()
            kwarg.key = key
            kwarg.value = json.dumps(value)
        proto.label_encoder.CopyFrom(serialise_encoder(self.label_encoder))
        return proto


    def __enter__(self):
        return self

    def __exit__(self, exc_type: Exception, exc_val: object, exc_tb: Traceback):
        delattr(self, '_df')

[docs]    def read_features(self, ids: Sequence[int]) -> numpy.ndarray:
        """Reads feature vectors from the database.

        Parameters
        ----------
        ids
            Iterable of IDs.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """
        # TODO(MatthewJA): Optimise this.
        # Allocate output features array.
        features = numpy.zeros((len(ids), self.n_features))
        # For each ID, get the corresponding features.
        for out_index, id_ in enumerate(ids):
            sel = self._df.iloc[id_]

            for feature_index, feature in enumerate(self.feature_cols):
                features[out_index, feature_index] = sel[feature]

        return features


[docs]    def read_labels(self,
                    labeller_ids: Sequence[int],
                    instance_ids: Sequence[int]) -> numpy.ndarray:
        """Reads label vectors from the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.

        Returns
        -------
        numpy.ndarray
            T x N x 1 array of label vectors.
        """
        # Draw a label to get the dtype.
        dtype = type(self._df.iloc[0][self.label_col])

        # Allocate output labels array.
        labels = numpy.zeros(
            (len(labeller_ids), len(instance_ids), 1),
            dtype=dtype)

        if len(labeller_ids) > 1:
            raise NotImplementedError('Multiple labellers not yet supported.')

        # For each ID, get the corresponding labels.
        for out_index, id_ in enumerate(instance_ids):
            sel = self._df.iloc[int(id_)]
            labels[0, out_index, 0] = sel[self.label_col]

        if labels.shape[2] != 1:
            raise NotImplementedError('Multidimensional labels not currently '
                                      'supported.')

        # Encode labels.
        if self.encode_labels:
            labels = numpy.apply_along_axis(
                self.label_encoder.fit_transform,
                axis=1,
                arr=labels.reshape(labels.shape[:2])
                ).reshape(labels.shape)

        return labels


[docs]    def write_features(self, ids: Sequence[int], features: numpy.ndarray):
        raise PermissionError('Cannot write to read-only database.')


[docs]    def write_labels(self,
                     labeller_ids: Sequence[int],
                     instance_ids: Sequence[int],
                     labels: numpy.ndarray):
        raise PermissionError('Cannot write to read-only database.')


[docs]    def get_known_instance_ids(self) -> List[int]:
        """Returns a list of known instance IDs.

        Returns
        -------
        List[str]
            A list of known instance IDs.
        """
        return [i for i in range(self.n_instances)]


[docs]    def get_known_labeller_ids(self) -> List[int]:
        """Returns a list of known labeller IDs.

        Returns
        -------
        List[str]
            A list of known labeller IDs.
        """
        raise NotImplementedError()




[docs]class FITSReader(Database):
    """Reads FITS databases.

    Attributes
    ----------
    hdu_index : int
        Index of HDU in the FITS file.
    feature_cols : List[str]
        List of feature columns.
    label_col : str
        Name of label column.
    n_features : int
        Number of features.
    n_instances : int
        Number of instances.
    n_labels : int
        Number of labels per instance.
    path : str
        Path to FITS file.
    encode_labels : bool
        Whether to encode labels as integers.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers.
    _hdulist : astropy.io.fits.HDUList
        FITS HDUList.
    """

    def __init__(self, path: str, feature_cols: List[str], label_col: str,
                 hdu_index: int=1, encode_labels: bool=True,
                 label_encoder: sklearn.preprocessing.LabelEncoder=None):
        """
        Parameters
        ----------
        path
            Path to FITS file.
        feature_cols
            List of feature columns. If none are specified, then all non-label,
            non-ID columns will be used.
        label_col
            Name of label dataset.
        hdu_index
            Index of HDU in the FITS file. Default is 1, i.e., the first
            extension in the FITS file.
        encode_labels
            Whether to encode labels as integers.
        label_encoder
            Encodes labels as integers. If not specified, the label column will
            be read and a label encoding generated.
        """
        self.path = path
        self.feature_cols = feature_cols
        self.label_col = label_col
        self.hdu_index = hdu_index
        self.encode_labels = encode_labels
        self.label_encoder = label_encoder

        if self.label_encoder and not self.encode_labels:
            raise ValueError('label_encoder specified but encode_labels is '
                             'False')

        if self.label_encoder is None:
            self.label_encoder = sklearn.preprocessing.LabelEncoder()

        # These will be set when the FITS file is opened.
        self.n_instances = None
        self.n_features = None

[docs]    def to_proto(self) -> DatabasePB:
        """Serialises this database as a protobuf.

        Returns
        -------
        DatabasePB
            Protobuf representing this database.
        """
        proto = DatabasePB()
        proto.path = self.path
        proto.class_name = 'FITSReader'
        db_kwargs = {
            'feature_cols': self.feature_cols,
            'label_col': self.label_col,
            'hdu_index': self.hdu_index,
            'encode_labels': self.encode_labels}
        for key, value in db_kwargs.items():
            kwarg = proto.kwarg.add()
            kwarg.key = key
            kwarg.value = json.dumps(value)
        proto.label_encoder.CopyFrom(serialise_encoder(self.label_encoder))
        return proto


    def __enter__(self):
        self._hdulist = io_fits.open(self.path)

        # If we haven't specified columns, use all except the label column.
        cols = self._hdulist[self.hdu_index].columns.names
        if not self.feature_cols:
            self.feature_cols = [k for k in cols if k != self.label_col]

        self.n_features = len(self.feature_cols)
        self.n_instances = \
            self._hdulist[self.hdu_index].data[self.label_col].ravel().shape[0]

        return self

    def __exit__(self, exc_type: Exception, exc_val: object, exc_tb: Traceback):
        self._hdulist.close()
        delattr(self, '_hdulist')

[docs]    def read_features(self, ids: Sequence[int]) -> numpy.ndarray:
        """Reads feature vectors from the database.

        Parameters
        ----------
        ids
            Iterable of IDs.

        Returns
        -------
        numpy.ndarray
            N x D array of feature vectors.
        """
        # TODO(MatthewJA): Optimise this.
        # Allocate output features array.
        features = numpy.zeros((len(ids), self.n_features))
        for f_index, col in enumerate(self.feature_cols):
            col = self._hdulist[self.hdu_index].data[col]
            features[:, f_index] = col[ids]

        return features


[docs]    def read_labels(self,
                    labeller_ids: Sequence[int],
                    instance_ids: Sequence[int]) -> numpy.ndarray:
        """Reads label vectors from the database.

        Parameters
        ----------
        labeller_ids
            Iterable of labeller IDs.
        instance_ids
            Iterable of instance IDs.

        Returns
        -------
        numpy.p
            T x N x 1 array of label vectors.
        """
        label_col = self._hdulist[self.hdu_index].data[self.label_col]
        labels = label_col[instance_ids].reshape((1, -1, 1))

        # Encode labels.
        if self.encode_labels:
            labels = numpy.apply_along_axis(
                self.label_encoder.fit_transform,
                axis=1,
                arr=labels.reshape(labels.shape[:2])
                ).reshape(labels.shape)

        return labels


[docs]    def write_features(self, ids: Sequence[int], features: numpy.ndarray):
        raise PermissionError('Cannot write to read-only database.')


[docs]    def write_labels(self,
                     labeller_ids: Sequence[int],
                     instance_ids: Sequence[int],
                     labels: numpy.ndarray):
        raise PermissionError('Cannot write to read-only database.')


[docs]    def get_known_instance_ids(self) -> List[int]:
        """Returns a list of known instance IDs.

        Returns
        -------
        List[str]
            A list of known instance IDs.
        """
        return [i for i in range(self.n_instances)]


[docs]    def get_known_labeller_ids(self) -> List[int]:
        """Returns a list of known labeller IDs.

        Returns
        -------
        List[str]
            A list of known labeller IDs.
        """
        raise NotImplementedError()




# For safe string-based access to database classes.
DATABASES = {
    'ASCIIReader': ASCIIReader,
    'HDF5Reader': HDF5Reader,
    'FITSReader': FITSReader,
    'ManagedHDF5Database': ManagedHDF5Database,
    'PandasReader': PandasReader,
}
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  Source code for acton.cli

"""Command-line interface for Acton."""

import logging
import struct
import sys
from typing import BinaryIO, Iterable, List

import acton.acton
import acton.predictors
import acton.proto.wrappers
import acton.recommenders
import click


[docs]def read_bytes_from_buffer(n: int, buffer: BinaryIO) -> bytes:
    """Reads n bytes from stdin, blocking until all bytes are received.

    Parameters
    ----------
    n
        How many bytes to read.
    buffer
        Which buffer to read from.

    Returns
    -------
    bytes
        Exactly n bytes.
    """
    b = b''
    while len(b) < n:
        b += buffer.read(n - len(b))
    assert len(b) == n
    return b



[docs]def read_binary() -> bytes:
    """Reads binary data from stdin.

    Notes
    -----
    The first eight bytes are expected to be the length of the input data as an
    unsigned long long.

    Returns
    -------
    bytes
        Binary data.
    """
    logging.debug('Reading 8 bytes from stdin.')
    length = read_bytes_from_buffer(8, sys.stdin.buffer)
    length, = struct.unpack('<Q', length)
    logging.debug('Reading {} bytes from stdin.'.format(length))
    return read_bytes_from_buffer(length, sys.stdin.buffer)



[docs]def write_binary(string: bytes):
    """Writes binary data to stdout.

    Notes
    -----
    The output will be preceded by the length as an unsigned long long.
    """
    logging.debug('Writing 8 + {} bytes to stdout.'.format(len(string)))
    length = struct.pack('<Q', len(string))
    logging.debug('Writing length {} ({}).'.format(length, len(string)))
    sys.stdout.buffer.write(length)
    sys.stdout.buffer.write(string)
    sys.stdout.buffer.flush()



# acton


@click.command()
@click.option('--data',
              type=click.Path(exists=True, dir_okay=False),
              help='Path to features/labels file',
              required=True)
@click.option('-l', '--label',
              type=str,
              help='Column name of labels',
              required=True)
@click.option('-o', '--output',
              type=click.Path(dir_okay=False),
              help='Path to output file',
              required=True)
@click.option('-f', '--feature',
              type=str,
              multiple=True,
              help='Column names of features')
@click.option('--epochs',
              type=int,
              help='Number of epochs to run active learning for',
              default=100)
@click.option('-i', '--id',
              type=str,
              help='Column name of IDs')
@click.option('--diversity',
              type=float,
              help='Diversity of recommendations',
              default=0.0)
@click.option('--recommendation-count',
              type=int,
              help='Number of recommendations to make',
              default=1)
@click.option('--labeller-accuracy',
              type=float,
              help='Accuracy of simulated labellers',
              default=1.0)
@click.option('--initial-count',
              type=int,
              help='Number of random instances to label initially',
              default=10)
@click.option('--predictor',
              type=click.Choice(acton.predictors.PREDICTORS.keys()),
              default='LogisticRegression',
              help='Predictor to use')
@click.option('--recommender',
              type=click.Choice(acton.recommenders.RECOMMENDERS.keys()),
              default='RandomRecommender',
              help='Recommender to use')
@click.option('--pandas-key',
              type=str,
              default='',
              help='Key for pandas HDF5')
@click.option('-v', '--verbose',
              is_flag=True,
              help='Verbose output')
def main(
        data: str,
        label: str,
        output: str,
        feature: str,
        epochs: int,
        id: str,
        diversity: float,
        recommendation_count: int,
        labeller_accuracy: float,
        initial_count: int,
        predictor: str,
        recommender: str,
        verbose: bool,
        pandas_key: str,
):
    logging.warning('Not implemented: diversity, id_col, labeller_accuracy')
    logging.captureWarnings(True)
    if verbose:
        logging.root.setLevel(logging.DEBUG)
    return acton.acton.main(
        data_path=data,
        feature_cols=feature,
        label_col=label,
        output_path=output,
        n_epochs=epochs,
        initial_count=initial_count,
        recommender=recommender,
        predictor=predictor,
        pandas_key=pandas_key,
        n_recommendations=recommendation_count)


# acton-predict


@click.command()
@click.option('--predictor',
              type=click.Choice(acton.predictors.PREDICTORS.keys()),
              default='LogisticRegression',
              help='Predictor to use')
@click.option('-v', '--verbose',
              is_flag=True,
              help='Verbose output')
def predict(
        predictor: str,
        verbose: bool,
):
    # Logging setup.
    logging.captureWarnings(True)
    if verbose:
        logging.root.setLevel(logging.DEBUG)

    # Read labels.
    labels = read_binary()
    labels = acton.proto.wrappers.LabelPool.deserialise(labels)

    # Write predictions.
    proto = acton.acton.predict(labels=labels, predictor=predictor)
    write_binary(proto.proto.SerializeToString())


# acton-recommend


@click.command()
@click.option('--diversity',
              type=float,
              help='Diversity of recommendations',
              default=0.0)
@click.option('--recommendation-count',
              type=int,
              help='Number of recommendations to make',
              default=1)
@click.option('--recommender',
              type=click.Choice(acton.recommenders.RECOMMENDERS.keys()),
              default='RandomRecommender',
              help='Recommender to use')
@click.option('-v', '--verbose',
              is_flag=True,
              help='Verbose output')
def recommend(
        diversity: float,
        recommendation_count: int,
        recommender: str,
        verbose: bool,
):
    # Logging setup.
    logging.warning('Not implemented: diversity')
    logging.captureWarnings(True)
    if verbose:
        logging.root.setLevel(logging.DEBUG)

    # Read the predictions protobuf.
    predictions = read_binary()
    predictions = acton.proto.wrappers.Predictions.deserialise(predictions)

    # Write the recommendations protobuf.
    proto = acton.acton.recommend(
        predictions=predictions,
        recommender=recommender,
        n_recommendations=recommendation_count)
    write_binary(proto.proto.SerializeToString())


# acton-label


[docs]def lines_from_stdin() -> Iterable[str]:
    """Yields lines from stdin."""
    for line in sys.stdin:
        line = line.strip()
        logging.debug('Read line {} from stdin.'.format(repr(line)))
        if line:
            yield line



@click.command()
@click.option('--data',
              type=click.Path(exists=True, dir_okay=False),
              help='Path to labels file',
              required=False)
@click.option('-l', '--label',
              type=str,
              help='Column name of labels',
              required=False)
@click.option('-f', '--feature',
              type=str,
              multiple=True,
              help='Column names of features')
@click.option('--labeller-accuracy',
              type=float,
              help='Accuracy of simulated labellers',
              default=1.0)
@click.option('--pandas-key',
              type=str,
              default='',
              help='Key for pandas HDF5')
@click.option('-v', '--verbose',
              is_flag=True,
              help='Verbose output')
def label(
        data: str,
        feature: List[str],
        label: str,
        labeller_accuracy: float,
        verbose: bool,
        pandas_key: str,
):
    # Logging setup.
    logging.warning('Not implemented: labeller_accuracy')
    logging.captureWarnings(True)
    if verbose:
        logging.root.setLevel(logging.DEBUG)

    # If any arguments are specified, expect all arguments.
    if data or label or pandas_key:
        if not data or not label:
            raise ValueError('--data, --label, or --pandas-key specified, but '
                             'missing --data or --label.')

        # Handle database arguments.
        data_path = data
        feature_cols = feature
        label_col = label

        # Read IDs from stdin.
        ids_to_label = [int(i) for i in lines_from_stdin()]

        # There wasn't a recommendations protobuf given, so we have no existing
        # labelled instances.
        labelled_ids = []

        # Construct the recommendations protobuf.
        DB, db_kwargs = acton.acton.get_DB(data_path, pandas_key=pandas_key)
        db_kwargs['label_col'] = label_col
        db_kwargs['feature_cols'] = feature_cols
        with DB(data_path, **db_kwargs) as db:
            recs = acton.proto.wrappers.Recommendations.make(
                recommended_ids=ids_to_label,
                labelled_ids=labelled_ids,
                recommender='None',
                db=db)
    else:
        # Read a recommendations protobuf from stdin.
        recs = read_binary()
        recs = acton.proto.wrappers.Recommendations.deserialise(recs)

    proto = acton.acton.label(recs)
    write_binary(proto.proto.SerializeToString())


if __name__ == '__main__':
    sys.exit(main())
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  Source code for acton.kde_predictor

"""A predictor that uses KDE to classify instances."""

import numpy
import sklearn.base
import sklearn.neighbors
import sklearn.utils.multiclass
import sklearn.utils.validation


[docs]class KDEClassifier(sklearn.base.BaseEstimator, sklearn.base.ClassifierMixin):
    """A classifier using kernel density estimation to classify instances."""

    def __init__(self, bandwidth=1.0):
        """A classifier using kernel density estimation to classify instances.

        A kernel density estimate is fit to each class. These estimates are used
        to score instances and the highest score class is used as the label for
        each instance.

        bandwidth : float
            Bandwidth for the kernel density estimate.
        """
        self.bandwidth = bandwidth

[docs]    def fit(self, X, y):
        """Fits kernel density models to the data.

        Parameters
        ----------
        X : array_like, shape (n_samples, n_features)
            List of n_features-dimensional data points. Each row
            corresponds to a single data point.
        y : array-like, shape (n_samples,)
            Target vector relative to X.
        """
        X, y = sklearn.utils.validation.check_X_y(X, y)

        self.classes_ = sklearn.utils.multiclass.unique_labels(y)

        self.kdes_ = [
            sklearn.neighbors.KernelDensity(self.bandwidth).fit(X[y == label])
            for label in self.classes_]

        return self


[docs]    def predict(self, X):
        """Predicts class labels.

        Parameters
        ----------
        X : array_like, shape (n_samples, n_features)
            List of n_features-dimensional data points. Each row
            corresponds to a single data point.
        """
        sklearn.utils.validation.check_is_fitted(self, ['kdes_', 'classes_'])
        X = sklearn.utils.validation.check_array(X)

        scores = self.predict_proba(X)

        most_probable_indices = scores.argmax(axis=1)
        assert most_probable_indices.shape[0] == X.shape[0]

        return numpy.array([self.classes_[i] for i in most_probable_indices])


    @staticmethod
    def _softmax(data, axis=0):
        """Computes the softmax of an array along an axis.

        Notes
        -----
        Adapted from https://gist.github.com/stober/1946926.

        Parameters
        ----------
        data : array_like
            Array of numbers.
        axis : int
            Axis to softmax along.
        """
        e_x = numpy.exp(
            data - numpy.expand_dims(numpy.max(data, axis=axis), axis))
        out = e_x / numpy.expand_dims(e_x.sum(axis=axis), axis)
        return out

[docs]    def predict_proba(self, X):
        """Predicts class probabilities.

        Class probabilities are normalised log densities of the kernel density
        estimates.

        Parameters
        ----------
        X : array_like, shape (n_samples, n_features)
            List of n_features-dimensional data points. Each row
            corresponds to a single data point.
        """
        sklearn.utils.validation.check_is_fitted(self, ['kdes_', 'classes_'])
        X = sklearn.utils.validation.check_array(X)

        scores = numpy.zeros((X.shape[0], len(self.classes_)))
        for label, kde in enumerate(self.kdes_):
            scores[:, label] = kde.score_samples(X)

        scores = self._softmax(scores, axis=1)

        assert scores.shape == (X.shape[0], len(self.classes_))
        assert numpy.allclose(scores.sum(axis=1), numpy.ones((X.shape[0],)))

        return scores
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  Source code for acton.recommenders

"""Recommender classes."""

from abc import ABC, abstractmethod
import logging
from typing import Sequence
import warnings

import acton.database
import numpy
import scipy.stats


[docs]def choose_mmr(features: numpy.ndarray, scores: numpy.ndarray, n: int,
               l: float=0.5) -> Sequence[int]:
    """Chooses n scores using maximal marginal relevance.

    Notes
    -----
    Scores are chosen from highest to lowest. If there are less scores to choose
    from than requested, all scores will be returned in order of preference.

    Parameters
    ----------
    scores
        1D array of scores.
    n
        Number of scores to choose.
    l
        Lambda parameter for MMR. l = 1 gives a relevance-ranked list and l = 0
        gives a maximal diversity ranking.

    Returns
    -------
    Sequence[int]
        List of indices of scores chosen.
    """
    if n < 0:
        raise ValueError('n must be a non-negative integer.')

    if n == 0:
        return []

    selections = [scores.argmax()]
    selections_set = set(selections)

    logging.debug('Running MMR.')
    dists = []
    dists_matrix = None
    while len(selections) < n:
        if len(selections) % (n // 10) == 0:
            logging.debug('MMR epoch {}/{}.'.format(len(selections), n))
        # Compute distances for last selection.
        last = features[selections[-1]:selections[-1] + 1]
        last_dists = numpy.linalg.norm(features - last, axis=1)
        dists.append(last_dists)
        dists_matrix = numpy.array(dists)

        next_best = None
        next_best_margin = float('-inf')

        for i in range(len(scores)):
            if i in selections_set:
                continue

            margin = l * (scores[i] - (1 - l) * dists_matrix[:, i].max())
            if margin > next_best_margin:
                next_best_margin = margin
                next_best = i

        if next_best is None:
            break

        selections.append(next_best)
        selections_set.add(next_best)

    return selections



[docs]def choose_boltzmann(features: numpy.ndarray, scores: numpy.ndarray, n: int,
                     temperature: float=1.0) -> Sequence[int]:
    """Chooses n scores using a Boltzmann distribution.

    Notes
    -----
    Scores are chosen from highest to lowest. If there are less scores to choose
    from than requested, all scores will be returned in order of preference.

    Parameters
    ----------
    scores
        1D array of scores.
    n
        Number of scores to choose.
    temperature
        Temperature parameter for sampling. Higher temperatures give more
        diversity.

    Returns
    -------
    Sequence[int]
        List of indices of scores chosen.
    """
    if n < 0:
        raise ValueError('n must be a non-negative integer.')

    if n == 0:
        return []

    boltzmann_scores = numpy.exp(scores / temperature)
    boltzmann_scores /= boltzmann_scores.sum()
    not_chosen = list(range(len(boltzmann_scores)))
    chosen = []
    while len(chosen) < n and not_chosen:
        scores_ = boltzmann_scores[not_chosen]
        r = numpy.random.uniform(high=scores_.sum())
        total = 0
        upto = 0
        while True:
            score = scores_[upto]
            total += score
            if total > r:
                break

            upto += 1
        chosen.append(not_chosen[upto])
        not_chosen.pop(upto)

    return chosen



[docs]class Recommender(ABC):
    """Base class for recommenders.

    Attributes
    ----------
    """

    @abstractmethod
[docs]    def recommend(self, ids: Sequence[int],
                  predictions: numpy.ndarray,
                  n: int=1, diversity: float=0.5) -> Sequence[int]:
        """Recommends an instance to label.

        Parameters
        ----------
        ids
            Sequence of IDs in the unlabelled data pool.
        predictions
            N x T x C array of predictions.
        n
            Number of recommendations to make.
        diversity
            Recommendation diversity in [0, 1].

        Returns
        -------
        Sequence[int]
            IDs of the instances to label.
        """




[docs]class RandomRecommender(Recommender):
    """Recommends instances at random."""

    def __init__(self, db: acton.database.Database):
        """
        Parameters
        ----------
        db
            Features database.
        """
        self._db = db

[docs]    def recommend(self, ids: Sequence[int],
                  predictions: numpy.ndarray,
                  n: int=1, diversity: float=0.5) -> Sequence[int]:
        """Recommends an instance to label.

        Parameters
        ----------
        ids
            Sequence of IDs in the unlabelled data pool.
        predictions
            N x T x C array of predictions.
        n
            Number of recommendations to make.
        diversity
            Recommendation diversity in [0, 1].

        Returns
        -------
        Sequence[int]
            IDs of the instances to label.
        """
        return numpy.random.choice(list(ids), size=n)




[docs]class QBCRecommender(Recommender):
    """Recommends instances by committee disagreement."""

    def __init__(self, db: acton.database.Database):
        """
        Parameters
        ----------
        db
            Features database.
        """
        self._db = db

[docs]    def recommend(self, ids: Sequence[int],
                  predictions: numpy.ndarray,
                  n: int=1, diversity: float=0.5) -> Sequence[int]:
        """Recommends an instance to label.

        Notes
        -----
        Assumes predictions are probabilities of positive binary label.

        Parameters
        ----------
        ids
            Sequence of IDs in the unlabelled data pool.
        predictions
            N x T x C array of predictions. The ith row must correspond with the
            ith ID in the sequence.
        n
            Number of recommendations to make.
        diversity
            Recommendation diversity in [0, 1].

        Returns
        -------
        Sequence[int]
            IDs of the instances to label.
        """
        assert predictions.shape[1] > 2, "QBC must have > 2 predictors."
        assert len(ids) == predictions.shape[0]
        assert 0 <= diversity <= 1
        labels = predictions.argmax(axis=2)
        plurality_labels, plurality_counts = scipy.stats.mode(labels, axis=1)
        assert plurality_labels.shape == (predictions.shape[0], 1), \
            'plurality_labels has shape {}; expected {}'.format(
                plurality_labels.shape, (predictions.shape[0], 1))
        agree_with_plurality = labels == plurality_labels
        assert labels.shape == agree_with_plurality.shape
        n_agree = labels.sum(axis=1)
        p_agree = n_agree / n_agree.max()  # Agreement is now between 0 and 1.
        disagreement = 1 - p_agree
        indices = choose_boltzmann(self._db.read_features(ids), disagreement, n,
                                   temperature=diversity * 2)
        return [ids[i] for i in indices]




[docs]class UncertaintyRecommender(Recommender):
    """Recommends instances by confidence-based uncertainty sampling."""

    def __init__(self, db: acton.database.Database):
        """
        Parameters
        ----------
        db
            Features database.
        """
        self._db = db

[docs]    def recommend(self, ids: Sequence[int],
                  predictions: numpy.ndarray,
                  n: int=1, diversity: float=0.5) -> Sequence[int]:
        """Recommends an instance to label.

        Notes
        -----
        Assumes predictions are probabilities of positive binary label.

        Parameters
        ----------
        ids
            Sequence of IDs in the unlabelled data pool.
        predictions
            N x 1 x C array of predictions. The ith row must correspond with the
            ith ID in the sequence.
        n
            Number of recommendations to make.
        diversity
            Recommendation diversity in [0, 1].

        Returns
        -------
        Sequence[int]
            IDs of the instances to label.
        """
        if predictions.shape[1] != 1:
            raise ValueError('Uncertainty sampling must have one predictor')

        assert len(ids) == predictions.shape[0]

        # x* = argmax (1 - p(y^ | x)) where y^ = argmax p(y | x) (Settles 2009).
        proximities = 1 - predictions.max(axis=2).ravel()
        assert proximities.shape == (len(ids),)

        indices = choose_boltzmann(self._db.read_features(ids), proximities, n,
                                   temperature=diversity * 2)
        return [ids[i] for i in indices]




[docs]class EntropyRecommender(Recommender):
    """Recommends instances by confidence-based uncertainty sampling."""

    def __init__(self, db: acton.database.Database):
        """
        Parameters
        ----------
        db
            Features database.
        """
        self._db = db

[docs]    def recommend(self, ids: Sequence[int],
                  predictions: numpy.ndarray,
                  n: int=1, diversity: float=0.5) -> Sequence[int]:
        """Recommends an instance to label.

        Parameters
        ----------
        ids
            Sequence of IDs in the unlabelled data pool.
        predictions
            N x 1 x C array of predictions. The ith row must correspond with the
            ith ID in the sequence.
        n
            Number of recommendations to make.
        diversity
            Recommendation diversity in [0, 1].

        Returns
        -------
        Sequence[int]
            IDs of the instances to label.
        """
        if predictions.shape[1] != 1:
            raise ValueError('Uncertainty sampling must have one predictor')

        assert len(ids) == predictions.shape[0]

        with warnings.catch_warnings():
            warnings.filterwarnings(action='ignore', category=RuntimeWarning)
            proximities = -predictions * numpy.log(predictions)

        proximities = proximities.sum(axis=1).max(axis=1).ravel()
        proximities[numpy.isnan(proximities)] = float('-inf')

        assert proximities.shape == (len(ids),)

        indices = choose_boltzmann(self._db.read_features(ids), proximities, n,
                                   temperature=diversity * 2)
        return [ids[i] for i in indices]




[docs]class MarginRecommender(Recommender):
    """Recommends instances by margin-based uncertainty sampling."""

    def __init__(self, db: acton.database.Database):
        """
        Parameters
        ----------
        db
            Features database.
        """
        self._db = db

[docs]    def recommend(self, ids: Sequence[int],
                  predictions: numpy.ndarray,
                  n: int=1, diversity: float=0.5) -> Sequence[int]:
        """Recommends an instance to label.

        Notes
        -----
        Assumes predictions are probabilities of positive binary label.

        Parameters
        ----------
        ids
            Sequence of IDs in the unlabelled data pool.
        predictions
            N x 1 x C array of predictions. The ith row must correspond with the
            ith ID in the sequence.
        n
            Number of recommendations to make.
        diversity
            Recommendation diversity in [0, 1].

        Returns
        -------
        Sequence[int]
            IDs of the instances to label.
        """
        if predictions.shape[1] != 1:
            raise ValueError('Uncertainty sampling must have one predictor')

        assert len(ids) == predictions.shape[0]

        # x* = argmin p(y1^ | x) - p(y2^ | x) where yn^ = argmax p(yn | x)
        # (Settles 2009).
        partitioned = numpy.partition(predictions, -2, axis=2)
        most_likely = partitioned[:, 0, -1]
        second_most_likely = partitioned[:, 0, -2]
        assert most_likely.shape == (len(ids),)
        scores = 1 - (most_likely - second_most_likely)

        indices = choose_boltzmann(self._db.read_features(ids), scores, n,
                                   temperature=diversity * 2)
        return [ids[i] for i in indices]




# For safe string-based access to recommender classes.
RECOMMENDERS = {
    'RandomRecommender': RandomRecommender,
    'QBCRecommender': QBCRecommender,
    'UncertaintyRecommender': UncertaintyRecommender,
    'EntropyRecommender': EntropyRecommender,
    'MarginRecommender': MarginRecommender,
    'None': RandomRecommender,
}
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  Source code for acton.proto.wrappers

"""Classes that wrap protobufs."""

import json
from typing import Union, List, Iterable

import acton.database
import acton.proto.acton_pb2 as acton_pb
import acton.proto.io
import google.protobuf.json_format as json_format
import numpy
import sklearn.preprocessing
from sklearn.preprocessing import LabelEncoder as SKLabelEncoder


[docs]def validate_db(db: acton_pb.Database):
    """Validates a Database proto.

    Parameters
    ----------
    db
        Database to validate.

    Raises
    ------
    ValueError
    """
    if db.class_name not in acton.database.DATABASES:
        raise ValueError('Invalid database class name: {}'.format(
            db.class_name))

    if not db.path:
        raise ValueError('Must specify db.path.')



[docs]def deserialise_encoder(
            encoder: acton_pb.Database.LabelEncoder
        ) -> sklearn.preprocessing.LabelEncoder:
    """Deserialises a LabelEncoder protobuf.

    Parameters
    ----------
    encoder
        LabelEncoder protobuf.

    Returns
    -------
    sklearn.preprocessing.LabelEncoder
        LabelEncoder (or None if no encodings were specified).
    """
    encodings = []
    for encoding in encoder.encoding:
        encodings.append((encoding.class_int, encoding.class_label))
    encodings.sort()
    encodings = numpy.array([c[1] for c in encodings])

    encoder = SKLabelEncoder()
    encoder.classes_ = encodings
    return encoder



[docs]class LabelPool(object):
    """Wrapper for the LabelPool protobuf.

    Attributes
    ----------
    proto : acton_pb.LabelPool
        Protobuf representing the label pool.
    db_kwargs : dict
        Key-value pairs of keyword arguments for the database constructor.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers. May be None.
    """

    def __init__(self, proto: Union[str, acton_pb.LabelPool]):
        """
        Parameters
        ----------
        proto
            Path to .proto file, or raw protobuf itself.
        """
        try:
            self.proto = acton.proto.io.read_proto(proto, acton_pb.LabelPool)
        except TypeError:
            if isinstance(proto, acton_pb.LabelPool):
                self.proto = proto
            else:
                raise TypeError('proto should be str or LabelPool protobuf.')
        self._validate_proto()
        self.db_kwargs = {kwa.key: json.loads(kwa.value)
                          for kwa in self.proto.db.kwarg}
        if len(self.proto.db.label_encoder.encoding) > 0:
            self.label_encoder = deserialise_encoder(
                self.proto.db.label_encoder)
            self.db_kwargs['label_encoder'] = self.label_encoder
        else:
            self.label_encoder = None
        self._set_default()

    @classmethod
[docs]    def deserialise(cls, proto: bytes, json: bool=False) -> 'LabelPool':
        """Deserialises a protobuf into a LabelPool.

        Parameters
        ----------
        proto
            Serialised protobuf.
        json
            Whether the serialised protobuf is in JSON format.

        Returns
        -------
        LabelPool
        """
        if not json:
            lp = acton_pb.LabelPool()
            lp.ParseFromString(proto)
            return cls(lp)

        return cls(json_format.Parse(proto, acton_pb.LabelPool()))


    @property
    def DB(self) -> acton.database.Database:
        """Gets a database context manager for the specified database.

        Returns
        -------
        type
            Database context manager.
        """
        if hasattr(self, '_DB'):
            return self._DB

        self._DB = lambda: acton.database.DATABASES[self.proto.db.class_name](
            self.proto.db.path, **self.db_kwargs)

        return self._DB

    @property
    def ids(self) -> List[int]:
        """Gets a list of IDs.

        Returns
        -------
        List[int]
            List of known IDs.
        """
        if hasattr(self, '_ids'):
            return self._ids

        self._ids = list(self.proto.id)
        return self._ids

    @property
    def labels(self) -> numpy.ndarray:
        """Gets labels array specified in input.

        Notes
        -----
        The returned array is cached by this object so future calls will not
        need to recompile the array.

        Returns
        -------
        numpy.ndarray
            T x N x F NumPy array of labels.
        """
        if hasattr(self, '_labels'):
            return self._labels

        ids = self.ids
        with self.DB() as db:
            return db.read_labels([0], ids)

    def _validate_proto(self):
        """Checks that the protobuf is valid and enforces constraints.

        Raises
        ------
        ValueError
        """
        validate_db(self.proto.db)

    def _set_default(self):
        """Adds default parameters to the protobuf."""
        pass

    @classmethod
[docs]    def make(
            cls: type,
            ids: Iterable[int],
            db: acton.database.Database) -> 'LabelPool':
        """Constructs a LabelPool.

        Parameters
        ----------
        ids
            Iterable of instance IDs.
        db
            Database

        Returns
        -------
        LabelPool
        """
        proto = acton_pb.LabelPool()

        # Store the IDs.
        for id_ in ids:
            proto.id.append(id_)

        # Store the database.
        proto.db.CopyFrom(db.to_proto())

        return cls(proto)




[docs]class Predictions(object):
    """Wrapper for the Predictions protobuf.

    Attributes
    ----------
    proto : acton_pb.Predictions
        Protobuf representing predictions.
    db_kwargs : dict
        Dictionary of database keyword arguments.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers. May be None.
    """

    def __init__(self, proto: Union[str, acton_pb.Predictions]):
        """
        Parameters
        ----------
        proto
            Path to .proto file, or raw protobuf itself.
        """
        try:
            self.proto = acton.proto.io.read_proto(
                proto, acton_pb.Predictions)
        except TypeError:
            if isinstance(proto, acton_pb.Predictions):
                self.proto = proto
            else:
                raise TypeError('proto should be str or Predictions protobuf.')
        self._validate_proto()
        self.db_kwargs = {kwa.key: json.loads(kwa.value)
                          for kwa in self.proto.db.kwarg}
        if len(self.proto.db.label_encoder.encoding) > 0:
            self.label_encoder = deserialise_encoder(
                self.proto.db.label_encoder)
            self.db_kwargs['label_encoder'] = self.label_encoder
        else:
            self.label_encoder = None
        self._set_default()

    @property
    def DB(self) -> acton.database.Database:
        """Gets a database context manager for the specified database.

        Returns
        -------
        type
            Database context manager.
        """
        if hasattr(self, '_DB'):
            return self._DB

        self._DB = lambda: acton.database.DATABASES[self.proto.db.class_name](
            self.proto.db.path, **self.db_kwargs)

        return self._DB

    @property
    def predicted_ids(self) -> List[int]:
        """Gets a list of IDs corresponding to predictions.

        Returns
        -------
        List[int]
            List of IDs corresponding to predictions.
        """
        if hasattr(self, '_predicted_ids'):
            return self._predicted_ids

        self._predicted_ids = [prediction.id
                               for prediction in self.proto.prediction]
        return self._predicted_ids

    @property
    def labelled_ids(self) -> List[int]:
        """Gets a list of IDs the predictor knew the label for.

        Returns
        -------
        List[int]
            List of IDs the predictor knew the label for.
        """
        if hasattr(self, '_labelled_ids'):
            return self._labelled_ids

        self._labelled_ids = list(self.proto.labelled_id)
        return self._labelled_ids

    @property
    def predictions(self) -> numpy.ndarray:
        """Gets predictions array specified in input.

        Notes
        -----
        The returned array is cached by this object so future calls will not
        need to recompile the array.

        Returns
        -------
        numpy.ndarray
            T x N x D NumPy array of predictions.
        """
        if hasattr(self, '_predictions'):
            return self._predictions

        self._predictions = []
        for prediction in self.proto.prediction:
            data = prediction.prediction
            shape = (self.proto.n_predictors,
                     self.proto.n_prediction_dimensions)
            self._predictions.append(
                acton.proto.io.get_ndarray(data, shape, float))
        self._predictions = numpy.array(self._predictions).transpose((1, 0, 2))
        return self._predictions

    def _validate_proto(self):
        """Checks that the protobuf is valid and enforces constraints.

        Raises
        ------
        ValueError
        """
        if self.proto.n_predictors < 1:
            raise ValueError('Number of predictors must be > 0.')

        if self.proto.n_prediction_dimensions < 1:
            raise ValueError('Prediction dimension must be > 0.')

        validate_db(self.proto.db)

    def _set_default(self):
        """Adds default parameters to the protobuf."""
        pass

    @classmethod
[docs]    def make(
            cls: type,
            predicted_ids: Iterable[int],
            labelled_ids: Iterable[int],
            predictions: numpy.ndarray,
            db: acton.database.Database,
            predictor: str='') -> 'Predictions':
        """Converts NumPy predictions to a Predictions object.

        Parameters
        ----------
        predicted_ids
            Iterable of instance IDs corresponding to predictions.
        labelled_ids
            Iterable of instance IDs used to train the predictor.
        predictions
            T x N x D array of corresponding predictions.
        predictor
            Name of predictor used to generate predictions.
        db
            Database.

        Returns
        -------
        Predictions
        """
        proto = acton_pb.Predictions()

        # Store single data first.
        n_predictors, n_instances, n_prediction_dimensions = predictions.shape
        proto.n_predictors = n_predictors
        proto.n_prediction_dimensions = n_prediction_dimensions
        proto.predictor = predictor

        # Store the database.
        proto.db.CopyFrom(db.to_proto())

        # Store the predictions array. We can do this by looping over the
        # instances.
        for id_, prediction in zip(
                predicted_ids, predictions.transpose((1, 0, 2))):
            prediction_ = proto.prediction.add()
            prediction_.id = int(id_)  # numpy.int64 -> int
            prediction_.prediction.extend(prediction.ravel())

        # Store the labelled IDs.
        for id_ in labelled_ids:
            # int() here takes numpy.int64 to int, for protobuf compatibility.
            proto.labelled_id.append(int(id_))

        return cls(proto)


    @classmethod
[docs]    def deserialise(cls, proto: bytes, json: bool=False) -> 'Predictions':
        """Deserialises a protobuf into Predictions.

        Parameters
        ----------
        proto
            Serialised protobuf.
        json
            Whether the serialised protobuf is in JSON format.

        Returns
        -------
        Predictions
        """
        if not json:
            predictions = acton_pb.Predictions()
            predictions.ParseFromString(proto)
            return cls(predictions)

        return cls(json_format.Parse(proto, acton_pb.Predictions()))




[docs]class Recommendations(object):
    """Wrapper for the Recommendations protobuf.

    Attributes
    ----------
    proto : acton_pb.Recommendations
        Protobuf representing recommendations.
    db_kwargs : dict
        Key-value pairs of keyword arguments for the database constructor.
    label_encoder : sklearn.preprocessing.LabelEncoder
        Encodes labels as integers. May be None.
    """

    def __init__(self, proto: Union[str, acton_pb.Recommendations]):
        """
        Parameters
        ----------
        proto
            Path to .proto file, or raw protobuf itself.
        """
        try:
            self.proto = acton.proto.io.read_proto(
                proto, acton_pb.Recommendations)
        except TypeError:
            if isinstance(proto, acton_pb.Recommendations):
                self.proto = proto
            else:
                raise TypeError(
                    'proto should be str or Recommendations protobuf.')
        self._validate_proto()
        self.db_kwargs = {kwa.key: json.loads(kwa.value)
                          for kwa in self.proto.db.kwarg}
        if len(self.proto.db.label_encoder.encoding) > 0:
            self.label_encoder = deserialise_encoder(
                self.proto.db.label_encoder)
            self.db_kwargs['label_encoder'] = self.label_encoder
        else:
            self.label_encoder = None
        self._set_default()

    @classmethod
[docs]    def deserialise(cls, proto: bytes, json: bool=False) -> 'Recommendations':
        """Deserialises a protobuf into Recommendations.

        Parameters
        ----------
        proto
            Serialised protobuf.
        json
            Whether the serialised protobuf is in JSON format.

        Returns
        -------
        Recommendations
        """
        if not json:
            recommendations = acton_pb.Recommendations()
            recommendations.ParseFromString(proto)
            return cls(recommendations)

        return cls(json_format.Parse(proto, acton_pb.Recommendations()))


    @property
    def DB(self) -> acton.database.Database:
        """Gets a database context manager for the specified database.

        Returns
        -------
        type
            Database context manager.
        """
        if hasattr(self, '_DB'):
            return self._DB

        self._DB = lambda: acton.database.DATABASES[self.proto.db.class_name](
            self.proto.db.path, **self.db_kwargs)

        return self._DB

    @property
    def recommendations(self) -> List[int]:
        """Gets a list of recommended IDs.

        Returns
        -------
        List[int]
            List of recommended IDs.
        """
        if hasattr(self, '_recommendations'):
            return self._recommendations

        self._recommendations = list(self.proto.recommended_id)
        return self._recommendations

    @property
    def labelled_ids(self) -> List[int]:
        """Gets a list of labelled IDs.

        Returns
        -------
        List[int]
            List of labelled IDs.
        """
        if hasattr(self, '_labelled_ids'):
            return self._labelled_ids

        self._labelled_ids = list(self.proto.labelled_id)
        return self._labelled_ids

    def _validate_proto(self):
        """Checks that the protobuf is valid and enforces constraints.

        Raises
        ------
        ValueError
        """
        validate_db(self.proto.db)

    def _set_default(self):
        """Adds default parameters to the protobuf."""
        pass

    @classmethod
[docs]    def make(
            cls: type,
            recommended_ids: Iterable[int],
            labelled_ids: Iterable[int],
            recommender: str,
            db: acton.database.Database) -> 'Recommendations':
        """Constructs a Recommendations.

        Parameters
        ----------
        recommended_ids
            Iterable of recommended instance IDs.
        labelled_ids
            Iterable of labelled instance IDs used to make recommendations.
        recommender
            Name of the recommender used to make recommendations.
        db
            Database.

        Returns
        -------
        Recommendations
        """
        proto = acton_pb.Recommendations()

        # Store single data first.
        proto.recommender = recommender

        # Store the IDs.
        for id_ in recommended_ids:
            proto.recommended_id.append(id_)
        for id_ in labelled_ids:
            proto.labelled_id.append(id_)

        # Store the database.
        proto.db.CopyFrom(db.to_proto())

        return cls(proto)
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  Source code for acton.proto.io

"""Functions for reading/writing to protobufs."""

import struct
from typing import Union
from typing.io import BinaryIO

from google.protobuf.reflection import GeneratedProtocolMessageType
import numpy


[docs]def read_proto(
        path: str,
        Proto: GeneratedProtocolMessageType
) -> 'Protobuf':
    """Reads a protobuf from a .proto file.

    Parameters
    ----------
    path
        Path to the .proto file.
    Proto:
        Protocol message class (from the generated protobuf module).

    Returns
    -------
    GeneratedProtocolMessageType
        The parsed protobuf.
    """
    proto = Proto()
    with open(path, 'rb') as proto_file:
        proto.ParseFromString(proto_file.read())

    return proto



[docs]def write_protos(path: str, metadata: bytes=b''):
    """Serialises many protobufs to a file.

    Parameters
    ----------
    path
        Path to binary file. Will be overwritten.
    metadata
        Optional bytestring to prepend to the file.

    Notes
    -----
    Coroutine. Accepts protobufs, or None to terminate and close file.
    """
    with open(path, 'wb') as proto_file:
        # Write metadata.
        proto_file.write(struct.pack('<Q', len(metadata)))
        proto_file.write(metadata)

        # Write protobufs.
        proto = yield
        while proto:
            proto = proto.SerializeToString()
            # Protobufs are not self-delimiting, so we need to store the length
            # of each protobuf that we write. We will do this with an unsigned
            # long long (Q).
            length = struct.pack('<Q', len(proto))
            proto_file.write(length)
            proto_file.write(proto)
            proto = yield
    while True:
        proto = yield
        if proto:
            raise RuntimeError('Cannot write protobuf to closed file.')



[docs]def write_proto(path: str, proto: 'Protobuf'):
    """Serialises a protobuf to a file.

    Parameters
    ----------
    path
        Path to binary file. Will be overwritten.
    proto
        Protobuf to write to file.
    """
    with open(path, 'wb') as proto_file:
        proto = proto.SerializeToString()
        proto_file.write(proto)



def _read_metadata(proto_file: BinaryIO) -> bytes:
    """Reads metadata from a protobufs file.

    Notes
    -----
    Internal use. For external API, use read_metadata.

    Parameters
    ----------
    proto_file
        Binary file.

    Returns
    -------
    bytes
        Metadata.
    """
    metadata_length = proto_file.read(8)  # Long long
    metadata_length, = struct.unpack('<Q', metadata_length)
    return proto_file.read(metadata_length)


[docs]def read_metadata(file: Union[str, BinaryIO]) -> bytes:
    """Reads metadata from a protobufs file.

    Parameters
    ----------
    file
        Path to binary file, or file itself.

    Returns
    -------
    bytes
        Metadata.
    """
    try:
        return _read_metadata(file)
    except AttributeError:
        # Not a file-like object, so open the file.
        with open(file, 'rb') as proto_file:
            return _read_metadata(proto_file)



def _read_protos(
        proto_file: BinaryIO,
        Proto: GeneratedProtocolMessageType
) -> 'GeneratedProtocolMessageType()':
    """Reads many protobufs from a file.

    Notes
    -----
    Internal use. For external API, use read_protos.

    Parameters
    ----------
    proto_file
        Binary file.
    Proto:
        Protocol message class (from the generated protobuf module).

    Yields
    -------
    GeneratedProtocolMessageType
        A parsed protobuf.
    """
    # This is essentially the inverse of the write_protos function.

    # Skip the metadata.
    metadata_length = proto_file.read(8)  # Long long
    metadata_length, = struct.unpack('<Q', metadata_length)
    proto_file.read(metadata_length)

    length = proto_file.read(8)  # long long
    while length:
        length, = struct.unpack('<Q', length)
        proto = Proto()
        proto.ParseFromString(proto_file.read(length))
        yield proto
        length = proto_file.read(8)


[docs]def read_protos(
        file: Union[str, BinaryIO],
        Proto: GeneratedProtocolMessageType
) -> 'GeneratedProtocolMessageType()':
    """Reads many protobufs from a file.

    Parameters
    ----------
    file
        Path to binary file, or file itself.
    Proto:
        Protocol message class (from the generated protobuf module).

    Yields
    -------
    GeneratedProtocolMessageType
        A parsed protobuf.
    """
    try:
        yield from _read_protos(file, Proto)
    except AttributeError:
        # Not a file-like object, so open the file.
        with open(file, 'rb') as proto_file:
            yield from _read_protos(proto_file, Proto)



[docs]def get_ndarray(data: list, shape: tuple, dtype: str) -> numpy.ndarray:
    """Converts a list of values into an array.

    Parameters
    ----------
    data
        Raw array data.
    shape:
        Shape of the resulting array.
    dtype:
        Data type of the resulting array.

    Returns
    -------
    numpy.ndarray
        Array with the given data, shape, and dtype.
    """
    return numpy.array(data, dtype=dtype).reshape(tuple(shape))
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